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High availability overview  

Because communication interruptions can seriously affect widely-deployed, value-added services such as 
IPTV and video conference, basic network infrastructures must be able to provide high availability. 

The following are the effective ways to improve availability: 

• Increasing fault tolerance.  

• Speeding up fault recovery.  

• Reducing impact of faults on services. 

Availability requirements 
Table 1 describes a typical availability model that divides availability requirements into different levels. 

Table 1 Availability requirements 

Level Requirement Solution 

1 
Decrease system software and 
hardware faults. 

• Hardware—Simplified circuit design, enhanced 
production techniques, and reliability tests. 

• Software—Reliability design and test. 

2 
Protect system functions from being 
affected if faults occur. Device and link redundancy and switchover. 

3 
Enable the system to recover as fast 
as possible. 

Performing fault detection, diagnosis, isolation, and 
recovery technologies. 

 

Consider level 1 availability requirements during the design and production processes of network 
devices.  

Consider level 2 availability requirements during network design.  

Consider level 3 availability requirements during network deployment, according to the network 
infrastructure and service characteristics. 

Availability evaluation  
Mean Time Between Failures (MTBF) and Mean Time to Repair (MTTR) are used to evaluate the 
availability of a network. 

MTBF  

MTBF is the predicted elapsed time between inherent failures of a system during operation. It is typically 
in the unit of hours. A higher MTBF means a high availability. 

MTTR  

MTTR is the average time required to repair a failed system. MTTR in a broad sense also involves spare 
parts management and customer services. 
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MTTR = fault detection time + hardware replacement time + system initialization time + link recovery time 
+ routing time + forwarding recovery time. A smaller value of each item means a smaller MTTR and a 
higher availability. 

High availability technologies  
Increasing MTBF or decreasing MTTR can enhance the availability of a network. The high availability 
technologies described in this section meet the level 2 and level 3 high availability requirements in the 
aspect of decreasing MTTR. 

High availability technologies can be classified as fault detection technologies or protection switchover 
technologies. 
 

 NOTE:  

Support for high availability technologies depends on the device model. For more information, see About
the HP 830 Series PoE+ Unified Wired-WLAN Switch, HP 870 Unified Wired-WLAN Appliance, and HP
10500/7500 20G Unified Wired-WLAN Module Configuration Guides. 
 

Protection switchover technologies  
Protection switchover technologies aim at recovering network faults. They back up hardware, link, routing, 
and service information for switchover in case of network faults to ensure continuity of network services. 

A single availability technology cannot solve all problems. You should use a combination of availability 
technologies, chosen on the basis of detailed analysis of network environments and user requirements, 
to enhance network availability. For example, access-layer devices should be connected to 
distribution-layer devices over redundant links, and core-layer devices should be fully meshed. Network 
availability should be considered during the planning stage. 

Table 2 Protection switchover technologies 

Technology Introduction Reference 

Ethernet link 
aggregation 

Ethernet link aggregation, or link aggregation, aggregates multiple 
physical Ethernet links into one logical link to increase link 
bandwidth beyond the limits of any one single link. This logical link 
is an aggregate link. It allows for link redundancy because the 
member physical links can dynamically back up one another. 

Layer 2 Configuration 
Guide 

MSTP 
As a Layer 2 management protocol, MSTP eliminates Layer 2 loops 
by selectively blocking redundant links in a network, and in the 
meantime, allows for link redundancy. 

Layer 2 Configuration 
Guide 

Stateful failover 

Two devices back up the services of each other to ensure that the 
services on them are consistent. If one device fails, the other device 
can take over the services by using VRRP or dynamic routing 
protocols. Because the other device has already backed up the 
services, service traffic can pass through the other device, avoiding 
service interruption. 

"Configuring stateful 
failover" 

VRRP 
VRRP is an error-tolerant protocol, which provides highly reliable 
default links on multicast and broadcast LANs such as Ethernet, 
avoiding network interruption due to failure of a single link. 

"Configuring VRRP" 
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Fault detection technologies  
Fault detection technologies enable detection and diagnosis of network faults:  

• NQA is used for diagnosis and evaluation of network quality.  

• Track works along with other high availability technologies to detect faults through a collaboration 
mechanism. 

Table 3 Fault detection technologies 

Technology Introduction Reference 

NQA 

NQA analyzes network performance, services, and service quality 
through sending test packets, and provides you with network 
performance and service quality parameters such as jitter, TCP 
connection delay, FTP connection delay, and file transfer rate. 

Network 
Management and 
Monitoring 
Configuration 
Guide 

Track 

The Track module implements collaboration between different 
modules. The collaboration involves three sets of modules: 
application, Track, and detection. These modules collaborate with 
one another through collaboration entries. The detection modules 
trigger the application modules to perform certain operations through 
the Track module. The detection modules probe such items as link 
status and network performance, and inform the application modules 
of the detection result through the Track module. Once notified of 
network status changes, the application modules use the changes to 
avoid communication interruption and network performance 
degradation. 

"Configuring 
Track" 
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Configuring VRRP  

The term "router" in this document refers to both routers and routing-capable HP wireless products. 

Support for this feature depends on the device model. For more information, see About the HP 830 
Series PoE+ Unified Wired-WLAN Switch, HP 870 Unified Wired-WLAN Appliance, and HP 
10500/7500 20G Unified Wired-WLAN Module Configuration Guides. 

The interfaces that VRRP involves can be only VLAN interfaces. 

VRRP overview 
As shown in Figure 1, you can typically configure a default route with the gateway as the next hop for 
every host on a LAN. All packets destined to other network segments are sent over the default route to the 
gateway, which then forwards the packets. However, when the gateway fails, all the hosts that use the 
gateway as the default next-hop router fail to communicate with external networks. 

Figure 1 LAN networking 

 
 

Configuring a default route for network hosts facilitates your configuration, but also requires high 
performance stability of the device that acts as the gateway. Using more egress gateways is a common 
way to improve system reliability, but introduces the problem of routing among the egresses. 

Virtual Router Redundancy Protocol (VRRP) is designed to address this problem. VRRP adds a group of 
routers that can act as network gateways to a VRRP group, which forms a virtual router. Routers in the 
VRRP group elect a master through the VRRP election mechanism to act as a gateway, and hosts on a 
LAN only need to configure the virtual router as their default network gateway.  

VRRP is an error-tolerant protocol, which improves the network reliability and simplifies configurations on 
hosts. On a multicast and broadcast LAN such as Ethernet, VRRP provides highly reliable default links 
without configuration changes (such as route discovery protocols) when a router fails, and prevent 
network interruption due to a single link failure. 

VRRP operates in either of the following modes: 
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• Standard mode—Includes IETF VRRPv2 for IPv4. For more information, see "VRRP standard mode." 

• Load balancing mode—Extends the standard mode and realizes load balancing. For more 
information, see "VRRP load balancing mode." 

VRRP standard mode  
VRRP group  

VRRP combines a group of routers (including a master and multiple backups) on a LAN into a virtual 
router called VRRP group. 

A VRRP group has the following features: 

• A virtual router has a virtual IP address. A host on the LAN only needs to know the IP address of the 
virtual router and uses the IP address as the next hop of the default route. 

• Every host on the LAN communicates with external networks through the virtual router. 

• Routers in the VRRP group elect a master that acts as the gateway according to their priorities. The 
other routers function as the backups. When the master fails, to make sure that the hosts in the 
network segment can communicate without interruption with the external networks, the backups in 
the VRRP group elect a new gateway to take the responsibility for the failed master. 

Figure 2 Network diagram 

 
 

As shown in Figure 2, Router A, Router B, and Router C form a virtual router, which has its own IP address. 
Hosts on the Ethernet use the virtual router as the default gateway. 

The router with the highest priority among the three routers is elected as the master to act as the gateway, 
and the other two are backups. 

The IP address of the virtual router can be either an unused IP address on the segment where the VRRP 
group resides or the IP address of an interface on a router in the VRRP group. In the latter case, the router 
is called the IP address owner. 

Only one IP address owner can be configured for a VRRP group. 

Statuses of a router in a VRRP group include master, backup, and initialize. 

1. VRRP priority 

VRRP determines the role (master or backup) of each router in a VRRP group by priority. A router 
with a higher priority is more likely to become the master. 
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VRRP priority is in the range of 0 to 255, and the greater the number, the higher the priority. 
Priorities 1 to 254 are configurable. Priority 0 is reserved for special uses and priority 255 is for 
the IP address owner. The router acting as the IP address owner in a VRRP group always has the 
running priority 255 and acts as the master as long as it works properly. 

2. Working mode 

A router in a VRRP group operates in either of the following modes: 

 Non-preemptive mode—When a router in the VRRP group becomes the master, it stays as the 
master as long as it operates normally, even if a backup is assigned a higher priority later. 

 Preemptive mode—When a backup finds its priority higher than that of the master, the backup 
sends VRRP advertisements to start a new master election in the VRRP group and becomes the 
master. Accordingly, the original master becomes a backup. 

3. Authentication mode 

To avoid attacks from unauthorized users, VRRP member routers add authentication keys in VRRP 
packets to authenticate one another. VRRP provides the following authentication modes: 

 simple—Simple text authentication: 

The sender fills an authentication key into the VRRP packet, and the receiver compares the 
received authentication key with its local authentication key. If the two authentication keys are 
the same, the received VRRP packet is legitimate. Otherwise, the received packet is 
illegitimate. 

 md5—MD5 authentication: 

The sender computes a digest for the packet to be sent by using the authentication key and 
MD5 algorithm and saves the result in the authentication header. The receiver performs the 
same operation by using the authentication key and MD5 algorithm, and compares the result 
with the content in the authentication header. If the results are the same, the received VRRP 
packet is legitimate. Otherwise, the received packet is illegitimate. 

On a secure network, you can choose to not authenticate VRRP packets. 

VRRP timers  

VRRP provides the following timers: 

1. VRRP advertisement interval 

The master in a VRRP group periodically sends VRRP advertisements to inform the other routers in 
the VRRP group that it operates properly. 

You can adjust the interval for sending VRRP advertisements by setting the VRRP advertisement 
interval. If a backup receives no advertisements in a period three times the interval, the backup 
regards itself as the master and sends VRRP advertisements to start a new master election.  

2. VRRP preemption delay timer 

To avoid frequent state changes among members in a VRRP group and provide the backups 
enough time to collect information (such as routing information), each backup waits for a period 
of time called the preemption delay time. The backup waits this period of time after it receives an 
advertisement with the priority lower than the local priority, then it sends VRRP advertisements to 
start a new master election in the VRRP group and becomes the master. 

Packet format  

The master periodically multicasts VRRP packets to declare its presence. VRRP packets are also used for 
checking the parameters of the virtual router and electing the master. 
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VRRP packets are encapsulated in IP packets, with the protocol number being 112. Figure 3 shows the 
VRRPv2 packet format. 

Figure 3 VRRPv2 packet format 

 
 

A VRRP packet comprises the following fields: 

• Version—Version number of the protocol, 2 for VRRPv2.  

• Type—Type of the VRRP packet. It must be VRRP advertisement, represented by 1. 

• Virtual Rtr ID (VRID)—ID of the virtual router, in the range of 1 to 255. 

• Priority—Priority of the router in the VRRP group, in the range of 0 to 255. A greater value 
represents a higher priority.  

• Count IP Addrs—Number of virtual IP addresses for the VRRP group. A VRRP group can have 
multiple virtual IP addresses. 

• Auth Type—Authentication type. 0 means no authentication, 1 means simple text authentication, 
and 2 means MD5 authentication.  

• Adver Int—Interval for sending advertisement packets, in seconds. The default is 1 second. 

• Checksum—16-bit checksum for validating the data in VRRP packets. 

• IP Address—Virtual IP address entry of the VRRP group. The Count IP Addrs field defines the number 
of virtual IP addresses. 

• Authentication Data—Authentication key. This field is used only for simple authentication and is 0 
for any other authentication mode. 

VRRP principles  

• Routers in a VRRP group determine their roles by priority. The router with the highest priority is the 
master, and the others are the backups. The master periodically sends VRRP advertisements to notify 
the backups that it is working properly, and each of the backups starts a timer to wait for 
advertisements from the master. 

• In preemptive mode, when a backup receives a VRRP advertisement, it compares the priority in the 
packet with its own priority. If the priority of the backup is higher, the backup becomes the master. 
Otherwise, it remains as a backup. In preemptive mode, a VRRP group always has the router with 
the highest priority as the master for forwarding packets. 

• In non-preemptive mode, a backup with higher priority than the master does not preempt the master 
if the master is correctly working. The non-preemptive mode avoids frequent switchover between the 
master and backups.  

• If the timer of a backup expires, but the backup still does not receive any VRRP advertisement, it 
considers that the master failed. In this case, the backup considers itself as the master and sends 
VRRP advertisements to start a new master election. 
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• When multiple routers in a VRRP group declare that they are the master because of inconsistent 
configuration or network problems, the one with the highest priority becomes the master. If two 
routers have the same priority, the one with the highest IP address becomes the master. 

• When a backup router receives an advertisement, it compares its priority with the advertised priority. 
If its priority is higher, it takes over the master. 

VRRP tracking  

To enable VRRP tracking, configure the routers in the VRRP group to operate in preemptive mode, so that 
the router with the highest priority always operates as the master for forwarding packets. 

1. Tracking a specified interface 

The interface tracking function expands the backup functionality of VRRP. It provides backup not 
only when the interface to which a VRRP group is assigned fails, but also when other interfaces 
(such as uplink interfaces) on the router become unavailable.  

If the uplink interface of a router in a VRRP group fails, usually the VRRP group cannot be aware of 
the uplink interface failure. If the router is the master of the VRRP group, hosts on the LAN are not 
able to access external networks because of the uplink failure. This problem can be solved by 
tracking a specified uplink interface. If the tracked uplink interface is down or removed, the priority 
of the master is automatically decreased by a specified value and a higher priority router in the 
VRRP group becomes the master. 

2. Tracking a track entry 

By monitoring a track entry, you can do the following: 

 Monitor an uplink and change the priority of the router according to the uplink state. 

If the uplink fails, hosts in the LAN cannot access external networks through the router. The state 
of the monitored track entry is negative and the priority of the router decreases by a specified 
value. Then, a higher priority router in the VRRP group becomes the master to maintain the 
proper communication between the hosts in the LAN and external networks. 

 Monitor the master on a backup. 

When the master fails, the backup immediately takes over to maintain normal communication. 

For more information about track entries, see "Configuring Track." 

VRRP application 

1. Master/backup 

In master/backup mode, only the master forwards packets. When the master fails, a new master 
is elected from the backups. This mode requires only one VRRP group, in which each router holds 
a different priority and the one with the highest priority becomes the master. 
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Figure 4 VRRP in master/backup mode 

 
 

Assume that Router A is acting as the master to forward packets to external networks, and Router 
B and Router C are backups in listening state. When Router A fails, Router B and Router C elect a 
new master to forward packets for hosts on the LAN. 

2. Load sharing 

More than one VRRP group can be created on an interface of a router to allow the router to be the 
master of one VRRP group but a backup of another at the same time. 

In load sharing mode, multiple routers provide services simultaneously. This mode requires two or 
more VRRP groups, each of which comprises a master and one or more backups. The masters of 
the VRRP groups are assumed by different routers. 

Figure 5 VRRP in load sharing mode 

 
 

A router can be in multiple VRRP groups and hold a different priority in a different group. 

As shown in Figure 5, the following VRRP groups are present: 
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 VRRP group 1—Router A is the master. Router B and Router C are the backups. 

 VRRP group 2—Router B is the master. Router A and Router C are the backups. 

 VRRP group 3—Router C is the master. Router A and Router B are the backups. 

For load sharing among Router A, Router B, and Router C, hosts on the LAN need to be configured 
to use VRRP group 1, 2, and 3 as the default gateways, respectively. When configuring VRRP 
priorities, make sure that each router holds such a priority in each VRRP group so that it will take 
the expected role in the group. 

VRRP load balancing mode 
In a standard-mode VRRP group, only the master can forward packets. The backups are in listening state. 
You can create multiple VRRP groups to share load, but you must assign different gateways to the hosts 
on the LAN.  

Load balancing mode simplifies configuration and improves forwarding efficiency. In load balancing 
mode, a VRRP group maps its virtual IP address to multiple virtual MAC addresses; one virtual MAC 
address for each group member. The master uses these virtual MAC addresses of the member routers to 
respond to IPv4 ARP requests from hosts. Therefore, every router in this VRRP group can forward traffic, 
and traffic from hosts is distributed across the VRRP group members.  

VRRP load balancing mode uses the same master election, preemption, and tracking mechanisms as the 
standard mode, and adds new mechanisms as described in the following sections. 

Assigning virtual MAC addresses 

In a load balanced VRRP group, the master assigns virtual MAC addresses to the member routers and 
answers the ARP requests from different hosts. The backup routers do not answer the ARP requests from 
the hosts. 

A load-balanced VRRP group works as follows: 

1. The master assigns virtual MAC addresses to all members, including itself. This example assumes 
that the virtual IP address of the VRRP group is 10.1.1.1/24, Router A is the master, and Router B 
is the backup. Router A assigns 000f-e2ff-0011 to itself and 000f-e2ff-0012 to Router B. 

Figure 6 Virtual MAC address assignment 
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2. When an ARP request arrives, the master (Router A) selects a virtual MAC address based on the 
load balancing algorithm to answer the ARP request. In this example, Router A returns the virtual 
MAC address of itself in response to the ARP request from Host A. It returns the virtual MAC 
address of Router B in response to the ARP request from Host B (see Figure 7). 

Figure 7 Answering ARP requests 

 
 

3. Each host sends packets to the returned MAC address. As shown in Figure 8, Host A sends packets 
to Router A and Host B sends packets to Router B.  

Figure 8 Sending packets to different routers for forwarding 

 
 

Virtual forwarder 

1. Creating a virtual forwarder 

Virtual MAC addresses enable traffic distribution across the routers in a VRRP group. To enable the 
routers in the VRRP group to forward the packets, be sure to create virtual forwarders (VFs) on the 

Host A Host B

Router A
Master

Router B
Backup

Virtual IP: 10.1.1.1/24

Network

Gateway IP: 10.1.1.1/24 Gateway IP: 10.1.1.1/24

Virtual MAC: 000f-e2ff-0011
Virtual MAC: 000f-e2ff-0012

ARP request
Target IP: 10.1.1.1/24

ARP reply
Target MAC: 000f-e2ff-0011 ARP request

Target IP: 10.1.1.1/24
ARP reply
Target MAC: 000f-e2ff-0012
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routers. Each VF associates with a virtual MAC address in the VRRP group and forwards packets 
sent to this virtual MAC address. 

VFs are created on the routers in a VRRP group, as follows:  

a. The master assigns virtual MAC addresses to all routers in the VRRP group. Each member 
router creates a VF for this MAC address and becomes the owner of this VF. 

b. Each router advertises its VF information to the other member routers. 

c. After receiving the VF advertisement, each of the other routers creates the advertised VF. 

Eventually, every member router maintains one VF for each virtual MAC address in the VRRP 
group. 

2. VF weight and priority 

The weight of a VF indicates the forwarding capability of a router. A higher weight means higher 
forwarding capability. When the weight is lower than the lower limit of failure, the router cannot 
forward packets. 

The priority of a VF determines the VF state. Among the VFs created on different member routers for 
the same virtual MAC address, the VF with the highest priority, known as the active virtual 
forwarder (AVF), is in the active state to forward packets. All other VFs listen to the state of the AVF 
are known as the listening virtual forwarders (LVFs). VF priority ranges from 0 to 255, where 255 
is reserved for the VF owner. When the weight of a VF owner is higher than or equal to the lower 
limit of failure, the priority of the VF owner is 255. 

The priority of a VF is calculated based on its weight: 

 On the router that owns the VF, if the weight of the VF is higher than or equal to the lower limit 
of failure, the priority of the VF is 255. 

 On a router that does not own the VF, if the weight of the VF is higher than or equal to the lower 
limit of failure, the priority of the VF is weight/(number of local AVFs +1).  

 If the weight of the VF is lower than the lower limit of failure, the priority of the VF is 0. 

3. VF backup 

The VFs corresponding to a virtual MAC address on different routers in the VRRP group back up 
each other.  
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Figure 9 VF information 

 
 

Figure 9 shows the VF table on each router in the VRRP group and how the routers back up one 
another. The master, Router A, assigns virtual MAC addresses 000f-e2ff-0011, 000f-e2ff-0012, 
and 000f-e2ff-0013 to itself, Router B, and Router C, and each router creates VF 1, VF 2, and VF 
3 for the virtual MAC addresses, respectively. The VFs for the same virtual MAC address on 
different routers back up one another. For example, the VF 1 instances on Router A, Router B, and 
Router C back up one another. 

 The VF 1 instance on Router A (the VF 1 owner) has priority 255 and acts as the AVF to forward 
the packets sent to virtual MAC address 000f-e2ff-0011. 

 The VF 1 instances on Router B and Router C have priority 255/(1 + 1) or 127. Because their 
priorities are lower than the priority of the VF 1 instance on Router A, they act as LVFs to listen 
to the state of the VF 1 instance on Router A. 

 When the VF 1 instance on Router A fails, the VF 1 instances on Router B and Router C elect the 
one with higher priority as the new AVF to forward the packets destined for the virtual MAC 
address 000f-e2ff-0011. 

A VF always operates in preemptive mode. When an LVF finds its priority value higher than the 
one advertised by the AVF, the LVF declares itself as the AVF. 

4. VF timers 

When the AVF on a router fails, the newly elected AVF on another router creates a redirect timer 
and a timeout timer for the failed AVF.  

 Redirect Timer—Before this timer times out, the master still uses the virtual MAC address 
corresponding to the failed AVF to respond to ARP/ND requests from the hosts. The VF owner 
can share traffic load if the VF owner resumes normal operation within this time. When this 
timer times out, the master stops using the virtual MAC address corresponding to the failed AVF 
to respond to ARP/ND requests from the hosts.  

 Timeout Timer—Duration that the new AVF takes over the VF owner. Before this timer times out, 
all the routers in the VRRP group keep the failed AVF, and the new AVF forwards the packets 
destined for the virtual MAC address corresponding to the failed AVF. When this timer times out, 
all the routers in the VRRP group remove the failed AVF. The new AVF stops forwarding the 
packets destined for the virtual MAC address corresponding to the failed AVF. 
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5. VF tracking 

The AVF forwards packets destined to the MAC address of the AVF. If the uplink of the AVF fails 
and no LVF is notified to take over the AVF role, hosts on the LAN that use the MAC address of the 
AVF as their gateway MAC address cannot access the external network. 

This problem can be solved by the VF tracking function. You can monitor the uplink state by using 
NQA, and establish the collaboration between the VF and the NQA through the tracking function. 
When the uplink fails, the state of the monitored track entry changes to negative and the weight of 
the VF decreases by a specific value. Then, the VF with a higher priority becomes the AVF and 
forwards packets. 

The VF tracking function can also work on an LVF to monitor its corresponding AVF on another 
router. When the AVF fails, the LVF immediately takes over the AVF to ensure uninterrupted 
network communications.  

Packet types 

VRRP standard mode defines only VRRP advertisement. Only the master in a VRRP group periodically 
sends VRRP advertisements; the backups do not send VRRP advertisements. 

VRRP load balancing mode defines the following types of packets: 

• Advertisement—VRRP advertises VRRP group state and information about the VF that is in the active 
state. Both the master and the backups periodically send VRRP advertisements. 

• Request—If a backup is not the VF owner, it sends a request to ask the master to assign a virtual 
MAC address. 

• Reply—When receiving a request, the master sends a reply to the backup router to assign a virtual 
MAC address. After receiving the reply, the backup router creates a VF for the virtual MAC address 
and becomes the owner of this VF. 

• Release—When a VF owner fails, the router that takes over its responsibility sends a release after 
a specified period of time to notify the other routers in the VRRP group to delete the VF of the failed 
VF owner. 

The format of these packets is similar to that of the advertisement in VRRP standard mode except that a 
packet used in load balancing mode is appended with an option field, which contains information for 
load balancing. 

Configuring VRRP 

VRRP configuration task list 
To form a VRRP group, perform the following configurations on each device in the VRRP group. 

Complete these tasks to configure VRRP: 
 

Task Remarks 

Specifying a VRRP operating mode Optional. 

Specifying the type of MAC addresses mapped to 
virtual IP addresses 

Optional. 

This configuration does not apply to VRRP load 
balancing mode.  

Creating a VRRP group and assigning a virtual IP 
address 

Required. 
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Task Remarks 

Configuring router priority, preemptive mode and 
tracking function Optional. 

Configuring VF tracking 
Optional. 

The VF tracking function applies to only the VRRP 
load balancing mode. 

Configuring VRRP packet attributes Optional. 

Enabling the trap function for VRRP Optional. 
 

Specifying a VRRP operating mode 
A VRRP group operates in one of the following modes: 

• Standard mode—Only the master can forward packets.  

• Load balancing mode—All members that have an AVF can forward packets. 

After the VRRP working mode is specified on a router, all VRRP groups on the router operate in the 
specified working mode.  

To configure the VRRP working mode: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Configure the VRRP 
working mode. 

• Configure VRRP to operate in 
standard mode: 
undo vrrp mode 

• Configure VRRP to operate in 
load balancing mode: 
vrrp mode load-balance 

Use either command. 

By default, VRRP operates in standard 
mode. 

 

Specifying the type of MAC addresses mapped to virtual IP 
addresses   

You can configure VRRP in standard mode to map real or virtual MAC addresses to the virtual IP 
addresses of VRRP groups, so the master in a VRRP group uses the specified type of MAC address as the 
source MAC address for sending packets and answering ARP requests. 

• Virtual MAC to virtual IP mapping—By default, a virtual MAC address is automatically assigned 
when a VRRP group is created and the virtual IP address of the VRRP group is mapped to the virtual 
MAC address. In this mapping approach, the hosts do not need to update the gateway IP and MAC 
mapping entry when the master changes. 

• Real MAC address of an interface—If a VRRP group has an IP address owner, configure real MAC 
to virtual IP mapping to avoid the problem of one IP address mapped to two MAC addresses (the 
real and the virtual). In this approach, the virtual IP address of the VRRP group is mapped to the real 
MAC address of the IP address owner, and all packets from hosts are forwarded to the IP address 
owner. 
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When VRRP operates in load balancing mode, the address mapping setting does not take effect, and 
virtual IP addresses are always mapped to virtual MAC addresses. 

To specify the type of MAC addresses mapped to virtual IP addresses: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Specify the type of MAC 
addresses mapped to virtual 
IP addresses. 

vrrp method { real-mac | 
virtual-mac } 

Optional. 

Virtual MAC address by default. 
 

Creating a VRRP group and assigning a virtual IP address 
Configuration guidelines 

• You can configure multiple virtual IP addresses for the VRRP group on an interface that connects to 
multiple subnets for router backup on different subnets. 

• The VRRP group is automatically created when you specify the first virtual IP address. If you later 
specify another virtual IP address for the VRRP group, the virtual IP address is added to the virtual 
IP address list of the VRRP group. 

• The virtual IP address assigned to the VRRP group must be a legal host address and in the same 
subnet as the interface IP address. If not, the state of the VRRP group is always initialize and VRRP 
does not take effect. For example, although you can successfully configure a network address or 
broadcast address as the virtual IP address of a VRRP group, the group cannot work. 

• When VRRP operates in standard mode, the virtual IP address of a VRRP group can be either an 
unused IP address on the subnet where the VRRP group resides or the IP address of an interface on 
a router in the VRRP group. In the latter case, the router is called the IP address owner. 

• In load balancing mode, the virtual IP address of a VRRP group cannot be the same as the IP 
address of any interface in the VRRP group. 

• A VRRP group is removed after you remove all its virtual IP addresses, and then all of its 
configurations become invalid. 

• Removal of the VRRP group on the IP address owner causes IP address collision. To avoid the 
collision, change the IP address of the interface on the IP address owner before you remove the 
VRRP group from the interface. 

• The virtual IP address of a VRRP group cannot be 0.0.0.0, 255.255.255.255, loopback addresses, 
non-class A/B/C addresses, or other illegal IP addresses such as 0.0.0.1. 

• Do not create VRRP groups in the VLAN interface of a super VLAN. Otherwise, network 
performance might be affected. 

Configuration prerequisites 

Before creating a VRRP group and configuring a virtual IP address on an interface, configure an IP 
address for the interface and make sure that it is in the same subnet as the virtual IP address. 

Configuration procedure 

To create a VRRP group and configure a virtual IP address: 
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Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter the specified interface 
view. 

interface interface-type 
interface-number N/A 

3. Create a VRRP group and 
configure a virtual IP address 
for the VRRP group. 

vrrp vrid virtual-router-id virtual-ip 
virtual-address 

VRRP group is not created by 
default. 

 

 NOTE: 

The maximum number of VRRP groups on an interface depends on the device model. For more 
information, see About the HP 830 Series PoE+ Unified Wired-WLAN Switch, HP 870 Unified 
Wired-WLAN Appliance, and HP 10500/7500 20G Unified Wired-WLAN Module Configuration 
Guides. The maximum number of virtual IP addresses in a VRRP group is 16.  
 

Configuring router priority, preemptive mode and tracking 
function 
Configuration guidelines 

• The running priority of an IP address owner is always 255 and you do not need to configure it. An 
IP address owner always operates in preemptive mode. 

• If you configure an interface to be tracked or a track entry to be monitored on a router that is the IP 
address owner in a VRRP group, the configuration does not take effect. If the router is not the IP 
address owner in the VRRP group later, the configuration takes effect. 

• If the state of a tracked interface changes from down or removed to up, the priority of the router 
where the interface resides is automatically restored. 

• If the state of a track entry changes from negative or invalid to positive, the priority of the router 
where the track entry is configured is automatically restored. 

Configuration prerequisites 

Before you configure router priority, preemptive mode, and tracking function, create a VRRP group on an 
interface and configure a virtual IP address for it. 

Configuration procedure 

By configuring router priority, preemptive mode, interface tracking, or a track entry, you can determine 
which router in the VRRP group serves as the master.  

To configure router priority, preemptive mode, and the tracking function: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter interface view. interface interface-type 
interface-number N/A 

3. Configure router priority in the 
VRRP group. 

vrrp vrid virtual-router-id priority 
priority-value 

Optional. 

The default is 100. 
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Step Command Remarks 

4. Configure the router in the 
VRRP group to operate in 
preemptive mode and 
configure preemption delay. 

vrrp vrid virtual-router-id 
preempt-mode [ timer delay 
delay-value ] 

Optional. 

The router in the VRRP group 
operates in preemptive mode and 
the preemption delay is 0 seconds 
by default. 

5. Configure the interface to be 
tracked. 

vrrp vrid virtual-router-id track 
interface interface-type 
interface-number [ reduced 
priority-reduced ] 

Optional. 

By default, no interface is being 
tracked. 

6. Configure VRRP to track a 
specified track entry. 

vrrp vrid virtual-router-id track 
track-entry-number [ reduced 
priority-reduced | switchover ] 

Optional. 

By default, VRRP is not configured 
to track a specified track entry. 

 

Configuring VF tracking 
Configuration prerequisites 

Before you configure the VF tracking function, create a VRRP group and configure a virtual IP address for 
it. 

Configuration procedure 

VRRP operates in load balancing mode. Assume that you have configured the VF tracking function to 
monitor the track entry and specified the value by which the weight decreases. When the status of the 
track entry becomes negative, the weight values of all VFs on the router decrease by the specified value. 
When the status of the track entry becomes positive or invalid, the weight values of all VFs on the router 
restore their original values.  

If you configure the VF tracking function on an LVF to monitor its corresponding AVF on a specified router, 
the LVF can take over the AVF immediately when the status of the track entry becomes negative, to ensure 
uninterrupted network communications. 

You can configure the VF tracking function when VRRP operates in either standard mode or load 
balancing mode. However, the VF tracking function is effective only when VRRP operates in load 
balancing mode. 

By default, the weight of a VF is 255, and its lower limit of failure is 10. 

If the weight of a VF owner is higher than or equal to the lower limit of failure, the priority of the VF owner 
is always 255 and does not change with the weight value. Therefore, in case of an uplink failure, another 
VF takes over the VF owner's work and becomes the AVF only when the weight of the VF owner 
decreases by a properly specified value and becomes lower than the lower limit of failure. In other words, 
the weight of the VF owner decreases by more than 245. 

To configure VF tracking: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter the specified interface 
view. 

interface interface-type 
interface-number N/A 
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Step Command Remarks 

3. Configure VF tracking. 

• Configure the VF tracking 
function to monitor a specified 
track entry and specify the 
value by which the weight 
decreases:  
vrrp vrid virtual-router-id weight 
track track-entry-number 
[ reduced weight-reduced ] 

• Configure the VF tracking 
function to monitor an AVF on a 
specified router: 
vrrp vrid virtual-router-id track 
track-entry-number 
forwarder-switchover 
member-ip ip-address 

Use either approach. 

The VF tracking function is not 
configured by default. 

 

Configuring VRRP packet attributes 
Configuration prerequisites 

Before you configure the relevant attributes of VRRP packets, create a VRRP group and configure a virtual 
IP address for it. 

Configuration guidelines 

• You might configure different authentication modes and authentication keys for the VRRP groups on 
an interface. However, the members of the same VRRP group must use the same authentication 
mode and authentication key. 

• Excessive traffic might cause a backup to trigger a change of its status because the backup does not 
receive any VRRP advertisements for a specified period of time. To solve this problem, increase the 
time interval to send VRRP advertisements. 

• Configuring different intervals for sending VRRP advertisements on the routers in a VRRP group 
might cause a backup to trigger a change of its status. This is because the backup does not receive 
any VRRP advertisements for a specified period of time. To solve this problem, configure the same 
interval for sending VRRP advertisements on each router in the VRRP group. 

Configuration procedure 

To configure VRRP packet attributes: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter the specified interface 
view. 

interface interface-type 
interface-number N/A 

3. Configure the authentication 
mode and authentication key 
when the VRRP groups send 
and receive VRRP packets. 

vrrp vrid virtual-router-id 
authentication-mode { md5 | 
simple } [ cipher ] key 

Optional. 

Authentication is not performed by 
default. 
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Step Command Remarks 
4. Configure the time interval for 

the master in the VRRP group 
to send VRRP advertisements. 

vrrp vrid virtual-router-id timer 
advertise adver-interval 

Optional. 

1 second by default. 

5. Disable TTL check on VRRP 
packets. vrrp un-check ttl 

Optional. 

By default, TTL check on VRRP packets 
is enabled. 

You do not need to create a VRRP 
group before executing this command. 

 

Enabling the trap function for VRRP  
When the trap function is enabled for VRRP, VRRP generates traps with severity level errors to report its 
key events. The traps are sent to the information center of the device, where you can configure whether 
to output the trap information and the output destination. For information about configuring the 
information center, see Network Management and Monitoring Configuration Guide. 

To enable the trap function for VRRP: 
 

Step Command Remarks 

1. Enter system view. system-view N/A 

2. Enable the trap function for 
VRRP. 

snmp-agent trap enable vrrp 
[ authfailure | newmaster ] 

Optional. 

By default, the trap function for 
VRRP is enabled. 

For more information about the 
command, see the snmp-agent 
trap enable command in Network 
Management and Monitoring 
Command Reference. 

 

Displaying and maintaining VRRP  

Task Command Remarks 

Display VRRP group status. 

display vrrp [ verbose ] [ interface 
interface-type interface-number 
[ vrid virtual-router-id ] ] [ | { begin 
| exclude | include } 
regular-expression ] 

Available in any view. 

Display VRRP group statistics. 

display vrrp statistics [ interface 
interface-type interface-number 
[ vrid virtual-router-id ] ] [ | { begin 
| exclude | include } 
regular-expression ] 

Available in any view. 

Clear VRRP group statistics. 
reset vrrp statistics [ interface 
interface-type interface-number 
[ vrid virtual-router-id ] ] 

Available in user view. 
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VRRP configuration examples 
The configuration examples were created on the 10500/7500 20G unified wired-WLAN module and 
might vary with device models. 

When configuring the 10500/7500 20G unified wired-WLAN module, make sure the settings are 
correct (including VLAN settings) on the internal Ethernet interface that connects the module to the switch. 
For more information, see HP 10500 & 7500 20G Unified Wired-WLAN Module Fundamentals 
Configuration Guide. 

By default, the aggregate interfaces between the access controller engine and the switching engine on 
an 830 switch or an 870 appliance are Access interfaces in VLAN 1. When configuring the two 
aggregate interfaces, make sure their permitted VLANs are the same. HP also recommends that you set 
their link type to be the same. 

Single VRRP group configuration example 
Network requirements 

• The client will access the host on the Internet by using 202.38.160.111/24 as its default gateway. 

• AC 1 and AC 2 form a VRRP group and use the virtual IP address 202.38.160.111/24. 

• When AC 1 operates properly, AC 1 forwards packets from the host. If AC 1 fails, AC 2 takes over 
to forward packets. 

Figure 10 Network diagram 

 
 

Configuration procedure 

1. Perform basic configurations according to the topology requirements. (Details not shown.) 

2. Configure AC 1: 

# Configure VLAN 2. 
<AC1> system-view 

[AC1] vlan 2 

[AC1-vlan2] quit 

[AC1] interface WLAN-ESS 1 

[AC1-WLAN-ESS1] port link-type hybrid 
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[AC1-WLAN-ESS1] undo port hybrid vlan 1 

[AC1-WLAN-ESS1] port hybrid vlan 2 untagged 

[AC1-WLAN-ESS1] port hybrid pvid vlan 2 

[AC1-WLAN-ESS1] quit 

[AC1] interface vlan-interface 2 

[AC1-Vlan-interface2] ip address 202.38.160.1 255.255.255.0 

[AC1-Vlan-interface2] quit 

# Configure service template 1 with the crypto type, and bind interface WLAN-ESS 1 to the service 
template.  
[AC1] wlan service-template 1 crypto 

[AC1-wlan-st-1] ssid psktest 

[AC1-wlan-st-1] bind WLAN-ESS 1 

[AC1-wlan-st-1] security-ie rsn 

[AC1-wlan-st-1] cipher-suite ccmp 

[AC1-wlan-st-1] authentication-method open-system 

[AC1-wlan-st-1] service-template enable 

[AC1-wlan-st-1] quit 

# Create an AP template with name ap1 and model WA3628i-AGN, and configure its serial ID as 
210235A29G007C000020.  
[AC1] wlan ap ap1 model WA3628i-AGN 

[AC1-wlan-ap-ap1] serial-id 210235A29G007C000020 

# Map service template 1 to radio 1 of AP 1.  
[AC1-wlan-ap-ap1] radio 1 type dot11an 

[AC1-wlan-ap-ap1-radio-1] service-template 1 

[AC1-wlan-ap-ap1-radio-1] radio enable 

[AC1-wlan-ap-ap1-radio-1] quit 

[AC1-wlan-ap-ap1] quit 

# Create VRRP group 1 on VLAN-interface 2 and set its virtual IP address to 202.38.160.111. 
[AC1] interface vlan-interface 2 

[AC1-Vlan-interface2] vrrp vrid 1 virtual-ip 202.38.160.111 

# Assign AC 1 higher priority than AC 2 in VRRP group 1, so that AC 1 can become the master. 
[AC1-Vlan-interface2] vrrp vrid 1 priority 110 

# Configure AC 1 to operate in preemptive mode so that it can become the master whenever it 
works normally, and configure the preemption delay as 5 seconds to avoid frequent status 
switchover. 
[AC1-Vlan-interface2] vrrp vrid 1 preempt-mode timer delay 5 

3. Configure AC 2: 

# Configure VLAN 2. 
<AC2> system-view 

[AC2] vlan 2 

[AC2-vlan2] quit 

[AC2] interface WLAN-ESS 1 

[AC2-WLAN-ESS1] port link-type hybrid 

[AC2-WLAN-ESS1] undo port hybrid vlan 1 

[AC2-WLAN-ESS1] port hybrid vlan 2 untagged 

[AC2-WLAN-ESS1] port hybrid pvid vlan 2 

[AC2-WLAN-ESS1] quit 
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[AC2] interface vlan-interface 2 

[AC2-Vlan-interface2] ip address 202.38.160.2 255.255.255.0 

[AC2-Vlan-interface2] quit 

# Configure service template 1 with the crypto type, and bind interface WLAN-ESS 1 to the service 
template.  
[AC2] wlan service-template 1 crypto 

[AC2-wlan-st-1] ssid psktest 

[AC2-wlan-st-1] bind WLAN-ESS 1 

[AC2-wlan-st-1] security-ie rsn 

[AC2-wlan-st-1] cipher-suite ccmp 

[AC2-wlan-st-1] authentication-method open-system 

[AC2-wlan-st-1] service-template enable 

[AC2-wlan-st-1] quit 

# Create an AP template with name ap2 and model WA3628i-AGN, and configure its serial ID as 
210235A29G007C000021.  
[AC2] wlan ap ap2 model WA3628i-AGN 

[AC2-wlan-ap-ap2] serial-id 210235A29G007C000021 

# Map service template 1 to radio 1 of AP 2.  
[AC2-wlan-ap-ap2] radio 1 type dot11an 

[AC2-wlan-ap-ap2-radio-1] service-template 1 

[AC2-wlan-ap-ap2-radio-1] radio enable 

[AC2-wlan-ap-ap2-radio-1] quit 

[AC2-wlan-ap-ap2] quit 

# Create VRRP group 1 on VLAN-interface 2 and set its virtual IP address to 202.38.160.111. 
[AC2] interface vlan-interface 2 

[AC2-Vlan-interface2] vrrp vrid 1 virtual-ip 202.38.160.111 

# Configure AC 2 to operate in preemptive mode and set the preemption delay to 5 seconds. 
[AC2-Vlan-interface2] vrrp vrid 1 preempt-mode timer delay 5 

4. Verify the configuration: 

# Ping the host from the client. (Details not shown.) 

# Display information about VRRP group 1 on AC 1. 
[AC1-Vlan-interface2] display vrrp verbose 

 IPv4 Standby Information: 

     Run Mode       : Standard 

     Run Method     : Virtual MAC 

 Total number of virtual routers : 1 

   Interface Vlan-interface2 

     VRID           : 1                    Adver Timer  : 1 

     Admin Status   : Up                   State        : Master 

     Config Pri     : 110                  Running Pri  : 110 

     Preempt Mode   : Yes                  Delay Time   : 5 

     Auth Type      : None 

     Virtual IP     : 202.38.160.111 

     Virtual MAC    : 0000-5e00-0101 

     Master IP      : 202.38.160.1 

# Display information about VRRP group 1 on AC 2. 
[AC2-Vlan-interface2] display vrrp verbose 
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 IPv4 Standby Information: 

     Run Mode       : Standard 

     Run Method     : Virtual MAC 

 Total number of virtual routers : 1 

   Interface Vlan-interface2 

     VRID           : 1                    Adver Timer  : 1 

     Admin Status   : Up                   State        : Backup 

     Config Pri     : 100                  Running Pri  : 100 

     Preempt Mode   : Yes                  Delay Time   : 5 

     Auth Type      : None 

     Become Master  : 2200ms left 

     Virtual IP     : 202.38.160.111 

     Master IP      : 202.38.160.1 

The output shows that in VRRP group 1 AC 1 is the master and AC 2 is the backup. AC 1 forwards 
the packets that the client sends to the host. 

# When AC 1 fails, verify that the client can still ping the host.  

# Display information about VRRP group 1 on AC 2 is displayed. 
[AC2-Vlan-interface2] display vrrp verbose 

 IPv4 Standby Information: 

     Run Mode       : Standard 

     Run Method     : Virtual MAC 

 Total number of virtual routers : 1 

   Interface Vlan-interface2 

     VRID           : 1                    Adver Timer  : 1 

     Admin Status   : Up                   State        : Master 

     Config Pri     : 100                  Running Pri  : 100 

     Preempt Mode   : Yes                  Delay Time   : 5 

     Auth Type      : None 

     Virtual IP     : 202.38.160.111 

     Virtual MAC    : 0000-5e00-0101 

     Master IP      : 202.38.160.2 

The output shows that when AC 1 fails, AC 2 becomes the master, and AC 2 forwards the packets 
that the client sends to the host. 

# After AC 1 resumes normal operation, display information about VRRP group 1 on AC 1. 
[AC1-Vlan-interface2] display vrrp verbose 

 IPv4 Standby Information: 

     Run Mode       : Standard 

     Run Method     : Virtual MAC 

 Total number of virtual routers : 1 

   Interface Vlan-interface2 

     VRID           : 1                    Adver Timer  : 1 

     Admin Status   : Up                   State        : Master 

     Config Pri     : 110                  Running Pri  : 110 

     Preempt Mode   : Yes                  Delay Time   : 5 

     Auth Type      : None 

     Virtual IP     : 202.38.160.111 

     Virtual MAC    : 0000-5e00-0101 
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     Master IP      : 202.38.160.1 

The output shows that after AC 1 resumes normal operation, it becomes the master, and AC 1 
forwards the packets that the client sends to the host. 

VRRP interface tracking configuration example 
Network requirements 

• The client wants to access the host on the Internet, using 202.38.160.111/24 as its default gateway. 

• AC 1 and AC 2 belong to VRRP group 1 with the virtual IP address of 202.38.160.111/24. 

• When AC 1 operates properly, AC 1 forwards the packets that the client sends to the host. If 
VLAN-interface 3 that AC 1 uses to connect to the Internet is not available, AC 2 will forward the 
packets that the client sends to the host. 

• To prevent attacks to the VRRP group from illegal users by using spoofed packets, configure the 
authentication mode as plain text to authenticate the VRRP packets in VRRP group 1, and specify the 
authentication key as hello. 

Figure 11 Network diagram 

 
 

Configuration procedure 

1. Perform basic configurations according to the topology requirements. (Details not shown.) 

2. Configure AC 1: 

# Configure VLAN 2 and VLAN 3. 
<AC1> system-view 

[AC1] vlan 2 

[AC1-vlan2] quit 

[AC1] vlan 3 

[AC1-vlan3] quit 

[AC1] interface WLAN-ESS 1 

[AC1-WLAN-ESS1] port link-type hybrid 

[AC1-WLAN-ESS1] undo port hybrid vlan 1 

[AC1-WLAN-ESS1] port hybrid vlan 2 untagged 

[AC1-WLAN-ESS1] port hybrid pvid vlan 2 

[AC1-WLAN-ESS1] quit 
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[AC1] interface vlan-interface 2 

[AC1-Vlan-interface2] ip address 202.38.160.1 255.255.255.0 

# Create a VRRP group 1 on VLAN-interface 2 and set its virtual IP address to 202.38.160.111. 
[AC1-Vlan-interface2] vrrp vrid 1 virtual-ip 202.38.160.111 

# Assign AC 1 higher priority than AC 2 in VRRP group 1, so that AC 1 can become the master. 
[AC1-Vlan-interface2] vrrp vrid 1 priority 110 

# Configure the authentication mode of the VRRP group as simple and authentication key as hello. 
[AC1-Vlan-interface2] vrrp vrid 1 authentication-mode simple hello 

# Set the interval for Master to send VRRP advertisement to 4 seconds. 
[AC1-Vlan-interface2] vrrp vrid 1 timer advertise 4 

# Configure AC 1 to operate in preemptive mode, so that it can become the master whenever it 
works normally, and configure the preemption delay as 5 seconds to avoid frequent status 
switchover. 
[AC1-Vlan-interface2] vrrp vrid 1 preempt-mode timer delay 5 

# Set VLAN interface 3 on AC 1 to be tracked, and configure the amount by which the priority 
value decreases to be more than 10 (30 in this example), so that when VLAN-interface 3 fails, the 
priority of AC 1 in VRRP group 1 decreases to a value lower than 100 and thus AC 2 can become 
the master. 
[AC1-Vlan-interface2] vrrp vrid 1 track interface vlan-interface 3 reduced 30 

[AC1-Vlan-interface2] quit 

# Configure service template 1 with the crypto type, and bind interface WLAN-ESS 1 to the service 
template.  
[AC1] wlan service-template 1 crypto 

[AC1-wlan-st-1] ssid psktest 

[AC1-wlan-st-1] bind WLAN-ESS 1 

[AC1-wlan-st-1] security-ie rsn 

[AC1-wlan-st-1] cipher-suite ccmp 

[AC1-wlan-st-1] authentication-method open-system 

[AC1-wlan-st-1] service-template enable 

[AC1-wlan-st-1] quit 

# Create an AP template with name ap1 and model WA3628i-AGN, and configure its serial ID as 
210235A29G007C000020.  
[AC1] wlan ap ap1 model WA3628i-AGN 

[AC1-wlan-ap-ap1] serial-id 210235A29G007C000020 

# Map service template 1 to radio 1 of AP 1.  
[AC1-wlan-ap-ap1] radio 1 type dot11an 

[AC1-wlan-ap-ap1-radio-1] service-template 1 

[AC1-wlan-ap-ap1-radio-1] radio enable 

3. Configure AC 2: 

# Configure VLAN 2. 
<AC2> system-view 

[AC2] vlan 2 

[AC2-vlan2] quit 

[AC2] interface WLAN-ESS 1 

[AC2-WLAN-ESS1] port link-type hybrid 

[AC2-WLAN-ESS1] undo port hybrid vlan 1 
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[AC2-WLAN-ESS1] port hybrid vlan 2 untagged 

[AC2-WLAN-ESS1] port hybrid pvid vlan 2 

[AC2-WLAN-ESS1] quit 

[AC2] interface vlan-interface 2 

[AC2-Vlan-interface2] ip address 202.38.160.2 255.255.255.0 

# Create a VRRP group 1 on VLAN-interface 2 and set its virtual IP address to 202.38.160.111. 
[AC2-Vlan-interface2] vrrp vrid 1 virtual-ip 202.38.160.111 

# Configure the authentication mode of the VRRP group as simple and authentication key as hello. 
[AC2-Vlan-interface2] vrrp vrid 1 authentication-mode simple hello 

# Set the interval for master to send VRRP advertisement to 4 seconds. 
[AC2-Vlan-interface2] vrrp vrid 1 timer advertise 4 

# Configure AC 2 to operate in preemptive mode, so that AC 2 can become the master after the 
priority of AC 1 decreases to a value lower than 100. Configure the preemption delay as 5 
seconds to avoid frequent status switchover.  
[AC2-Vlan-interface2] vrrp vrid 1 preempt-mode timer delay 5 

[AC2-Vlan-interface2] quit 

# Configure service template 1 with the crypto type, and bind interface WLAN-ESS 1 to the service 
template.  
[AC2] wlan service-template 1 crypto 

[AC2-wlan-st-1] ssid psktest 

[AC2-wlan-st-1] bind WLAN-ESS 1 

[AC2-wlan-st-1] security-ie rsn 

[AC2-wlan-st-1] cipher-suite ccmp 

[AC2-wlan-st-1] authentication-method open-system 

[AC2-wlan-st-1] service-template enable 

[AC2-wlan-st-1] quit 

# Create an AP template with name ap2 and model WA3628i-AGN, and configure its serial ID as 
210235A29G007C000021.  
[AC2] wlan ap ap2 model WA3628i-AGN 

[AC2-wlan-ap-ap2] serial-id 210235A29G007C000021 

# Map service template 1 to radio 1 of AP 2.  
[AC2-wlan-ap-ap2] radio 1 type dot11an 

[AC2-wlan-ap-ap2-radio-1] service-template 1 

[AC2-wlan-ap-ap2-radio-1] radio enable 

4. Verify the configuration: 

# Ping the host from the client. (Details not shown.) 

# Display information about VRRP group 1 on AC 1. 
[AC1-Vlan-interface2] display vrrp verbose 

 IPv4 Standby Information: 

     Run Mode       : Standard 

     Run Method     : Virtual MAC 

 Total number of virtual routers : 1 

   Interface Vlan-interface2 

     VRID           : 1                    Adver Timer  : 4 

     Admin Status   : Up                   State        : Master 

     Config Pri     : 110                  Running Pri  : 110 
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     Preempt Mode   : Yes                  Delay Time   : 5 

     Auth Type      : Simple               Key          : ****** 

     Become Master  : 2200ms left 

     Virtual IP     : 202.38.160.111 

     Virtual MAC    : 0000-5e00-0101 

     Master IP      : 202.38.160.1 

   VRRP Track Information: 

     Track Interface: Vlan3                State : Up         Pri Reduced : 30 

# Display information about VRRP group 1 on AC 2. 
[AC2-Vlan-interface2] display vrrp verbose 

 IPv4 Standby Information: 

     Run Mode       : Standard 

     Run Method     : Virtual MAC 

 Total number of virtual routers : 1 

   Interface Vlan-interface2 

     VRID           : 1                    Adver Timer  : 4 

     Admin Status   : Up                   State        : Backup 

     Config Pri     : 100                  Running Pri  : 100 

     Preempt Mode   : Yes                  Delay Time   : 4 

     Auth Type      : Simple               Key          : ****** 

     Become Master  : 2200ms left 

     Virtual IP     : 202.38.160.111 

     Master IP      : 202.38.160.1 

The output shows that in VRRP group 1 AC 1 is the master and AC 2 is the backup. AC 1 forwards 
the packets that the client sends to the host. 

# If VLAN-interface 3 is not available, verify that the client can still ping the host. (Details not 
shown.)  

# Display information about VRRP group 1 on AC 1: 
[AC1-Vlan-interface2] display vrrp verbose 

 IPv4 Standby Information: 

     Run Mode       : Standard 

     Run Method     : Virtual MAC 

 Total number of virtual routers : 1 

   Interface Vlan-interface2 

     VRID           : 1                    Adver Timer  : 4 

     Admin Status   : Up                   State        : Backup 

     Config Pri     : 110                  Running Pri  : 80 

     Preempt Mode   : Yes                  Delay Time   : 5 

     Auth Type      : Simple               Key          : ****** 

     Become Master  : 2200ms left 

     Virtual IP     : 202.38.160.111 

     Master IP      : 202.38.160.2 

   VRRP Track Information: 

     Track Interface: Vlan3                State : Down       Pri Reduced : 30 

# Display information about VRRP group 1 on AC 2: 
[AC2-Vlan-interface2] display vrrp verbose 

 IPv4 Standby Information: 
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     Run Mode       : Standard 

     Run Method     : Virtual MAC 

 Total number of virtual routers : 1 

   Interface Vlan-interface2 

     VRID           : 1                    Adver Timer  : 4 

     Admin Status   : Up                   State        : Master 

     Config Pri     : 100                  Running Pri  : 100 

     Preempt Mode   : Yes                  Delay Time   : 5 

     Auth Type      : Simple               Key          : ****** 

     Virtual IP     : 202.38.160.111 

     Virtual MAC    : 0000-5e00-0101 

     Master IP      : 202.38.160.2 

The output shows that when VLAN-interface 3 on AC 1 is not available, the priority of AC 1 is 
reduced to 80 and it becomes the backup. AC 2 becomes the master and packets sent from the 
client to the host are forwarded by AC 2. 

VRRP with multiple VLANs configuration example 
Network requirements 

• The hosts in VLAN 2 use 202.38.160.100/25 as their default gateway and the hosts in VLAN 3 use 
202.38.160.200/25 as their default gateway. 

• AC 1 and AC 2 belong to both VRRP group 1 and VRRP group 2. The virtual IP address of VRRP 
group 1 is 202.38.160.100/25, and that of VRRP group 2 is 202.38.160.200/25. 

• In VRRP group 1, AC 1 has a higher priority than AC 2. In VRRP group 2, AC 2 has a higher priority 
than AC 1. In this case, hosts in VLAN 2 and VLAN 3 can communicate with external networks 
through AC 1 and AC 2, respectively, and when AC 1 or AC 2 fails, the hosts can use the other 
switch to communicate with external networks to avoid communication interruption. 

Figure 12 Network diagram 

 
 

Configuration procedure 

1. Perform basic configurations according to the topology requirements. (Details not shown.) 

2. Configure AC 1: 
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# Configure VLAN 2. 
<AC1> system-view 

[AC1] vlan 2 

[AC1-vlan2] quit 

[AC1] interface WLAN-ESS 1 

[AC1-WLAN-ESS1] port link-type hybrid 

[AC1-WLAN-ESS1] undo port hybrid vlan 1 

[AC1-WLAN-ESS1] port hybrid vlan 2 untagged 

[AC1-WLAN-ESS1] port hybrid pvid vlan 2 

[AC1-WLAN-ESS1] quit 

[AC1] interface vlan-interface 2 

[AC1-Vlan-interface2] ip address 202.38.160.1 255.255.255.128 

[AC1-Vlan-interface2] quit 

# Configure service template 1 with the crypto type, and bind interface WLAN-ESS 1 to the service 
template.  
[AC1] wlan service-template 1 crypto 

[AC1-wlan-st-1] ssid psktest 

[AC1-wlan-st-1] bind WLAN-ESS 1 

[AC1-wlan-st-1] security-ie rsn 

[AC1-wlan-st-1] cipher-suite ccmp 

[AC1-wlan-st-1] authentication-method open-system 

[AC1-wlan-st-1] service-template enable 

[AC1-wlan-st-1] quit 

# Create an AP template with name ap1 and model WA3628i-AGN, and configure its serial ID as 
210235A29G007C000020.  
[AC1] wlan ap ap1 model WA3628i-AGN 

[AC1-wlan-ap-ap1] serial-id 210235A29G007C000020 

# Map service template 1 to radio 1 of AP 1.  
[AC1-wlan-ap-ap1] radio 1 type dot11an 

[AC1-wlan-ap-ap1-radio-1] service-template 1 

[AC1-wlan-ap-ap1-radio-1] radio enable 

[AC1-wlan-ap-ap1-radio-1] quit 

[AC1-wlan-ap-ap1] quit 

# Create a VRRP group 1 on VLAN-interface 2 and set its virtual IP address to 202.38.160.100. 
[AC1] interface vlan-interface 2 

[AC1-Vlan-interface2] vrrp vrid 1 virtual-ip 202.38.160.100 

# Configure the priority of AC 1 in VRRP group 1 as 110, which is higher than that of AC 2 (100), 
so that AC 1 can become the master in VRRP group 1. 
[AC1-Vlan-interface2] vrrp vrid 1 priority 110 

[AC1-Vlan-interface2] quit 

# Configure VLAN 3. 
[AC1] vlan 3 

[AC1-vlan3] quit 

[AC1] interface WLAN-ESS 2 

[AC1-WLAN-ESS2] port link-type hybrid 

[AC1-WLAN-ESS2] undo port hybrid vlan 1 

[AC1-WLAN-ESS2] port hybrid vlan 3 untagged 
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[AC1-WLAN-ESS2] port hybrid pvid vlan 3 

[AC1-WLAN-ESS2] quit 

[AC1] interface vlan-interface 3 

[AC1-Vlan-interface3] ip address 202.38.160.130 255.255.255.128 

# Create a VRRP group 2 and set its virtual IP address to 202.38.160.200. 
[AC1-Vlan-interface3] vrrp vrid 2 virtual-ip 202.38.160.200 

3. Configure AC 2: 

# Configure VLAN 2. 
<AC2> system-view 

[AC2] vlan 2 

[AC2-vlan2] quit 

[AC2] interface WLAN-ESS 1 

[AC2-WLAN-ESS1] port link-type hybrid 

[AC2-WLAN-ESS1] undo port hybrid vlan 1 

[AC2-WLAN-ESS1] port hybrid vlan 2 untagged 

[AC2-WLAN-ESS1] port hybrid pvid vlan 2 

[AC2-WLAN-ESS1] quit 

[AC2] interface vlan-interface 2 

[AC2-Vlan-interface2] ip address 202.38.160.2 255.255.255.128 

# Create a VRRP group 1 on VLAN-interface 2 and set its virtual IP address to 202.38.160.100. 
[AC2-Vlan-interface2] vrrp vrid 1 virtual-ip 202.38.160.100 

[AC2-Vlan-interface2] quit 

# Configure VLAN 3. 
[AC2] vlan 3 

[AC2-vlan3] quit 

[AC2] interface WLAN-ESS 2 

[AC2-WLAN-ESS2] port link-type hybrid 

[AC2-WLAN-ESS2] undo port hybrid vlan 1 

[AC2-WLAN-ESS2] port hybrid vlan 3 untagged 

[AC2-WLAN-ESS2] port hybrid pvid vlan 3 

[AC2-WLAN-ESS2] quit 

[AC2] interface vlan-interface 3 

[AC2-Vlan-interface3] ip address 202.38.160.131 255.255.255.128 

# Create a VRRP group 2 on VLAN-interface 3 and set its virtual IP address to 202.38.160.200. 
[AC2-Vlan-interface3] vrrp vrid 2 virtual-ip 202.38.160.200 

# Assign AC 2 a higher priority than AC 1 (100) in VRRP group 2, so that AC 2 can become the 
master in VRRP group 2. 
[AC2-Vlan-interface3] vrrp vrid 2 priority 110 

4. Verify the configuration: 

# Display information about the VRRP group on AC 1. 
[AC1-Vlan-interface3] display vrrp verbose 

 IPv4 Standby Information: 

     Run Mode       : Standard 

     Run Method     : Virtual MAC 

 Total number of virtual routers : 2 

   Interface Vlan-interface2 
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     VRID           : 1                    Adver Timer  : 1 

     Admin Status   : Up                   State        : Master 

     Config Pri     : 110                  Running Pri  : 110 

     Preempt Mode   : Yes                  Delay Time   : 0 

     Auth Type      : None 

     Virtual IP     : 202.38.160.100 

     Virtual MAC    : 0000-5e00-0101 

     Master IP      : 202.38.160.1 

 

   Interface Vlan-interface3 

     VRID           : 2                    Adver Timer  : 1 

     Admin Status   : Up                   State        : Backup 

     Config Pri     : 100                  Running Pri  : 100 

     Preempt Mode   : Yes                  Delay Time   : 0 

     Auth Type      : None 

     Become Master  : 2200ms left 

     Virtual IP     : 202.38.160.200 

     Master IP      : 202.38.160.131 

# Display information about the VRRP group on AC 2. 
[AC2-Vlan-interface3] display vrrp verbose 

 IPv4 Standby Information: 

     Run Mode       : Standard 

     Run Method     : Virtual MAC 

 Total number of virtual routers : 2 

   Interface Vlan-interface2 

     VRID           : 1                    Adver Timer  : 1 

     Admin Status   : Up                   State        : Backup 

     Config Pri     : 100                  Running Pri  : 100 

     Preempt Mode   : Yes                  Delay Time   : 0 

     Become Master  : 2200ms left 

     Auth Type      : None 

     Virtual IP     : 202.38.160.100 

     Master IP      : 202.38.160.1 

 

   Interface Vlan-interface3 

     VRID           : 2                    Adver Timer  : 1 

     Admin Status   : Up                   State        : Master 

     Config Pri     : 110                  Running Pri  : 110 

     Preempt Mode   : Yes                  Delay Time   : 0 

     Auth Type      : None 

     Virtual IP     : 202.38.160.200 

     Virtual MAC    : 0000-5e00-0102 

     Master IP      : 202.38.160.131 

The output shows that in VRRP group 1, AC 1 is the master, AC 2 is the backup, and the hosts with 
the default gateway of 202.38.160.100/25 access the Internet through AC 1. In VRRP group 2, 
AC 1 is the backup, AC 2 is the master, and the hosts with the default gateway of 
202.38.160.200/25 access the Internet through AC 2. 
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Troubleshooting VRRP  

The screen frequently displays error prompts   
Symptom 

The screen frequently displays error prompts. 

Analysis 

This error is probably caused by: 

• Inconsistent configuration of the devices in the VRRP group. 

• A device is attempting to send illegitimate VRRP packets. 

Solution 

• In the first case, modify the configuration. 

• In the latter case, resort to non-technical measures. 

Multiple masters appear in a VRRP group 
Symptom 

Multiple masters are present in the same VRRP group. 

Analysis 

• Multiple masters coexist for a short period. This is normal and requires no manual intervention. 

• Multiple masters coexist for a long period. This is because devices in the VRRP group cannot receive 
VRRP packets or the received VRRP packets are illegal.  

Solution 

Ping between these masters and do the following: 

• If the ping fails, check network connectivity.  

• If the ping succeeds, check that their configurations are consistent in terms of number of virtual IP 
addresses, virtual IP addresses, advertisement interval, and authentication. 

Frequent VRRP state transition 
Symptom 

Frequent VRRP state transition. 

Analysis 

The VRRP advertisement interval is set too short. 

Solution 

Increase the interval for sending VRRP advertisements or configure a preemption delay. 
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Configuring stateful failover 

Support for this feature depends on the device model. For more information, see About the HP 830 
Series PoE+ Unified Wired-WLAN Switch, HP 870 Unified Wired-WLAN Appliance, and HP 
10500/7500 20G Unified Wired-WLAN Module Configuration Guides. 

Stateful failover overview 
Some customers require the key entries or access points of their networks, such as the Internet access 
point of an enterprise or a database server of a bank, to be highly reliable to ensure continuous data 
transmission. Deploying only one device (even with high reliability) in such a network risks a single point 
of failure, as shown in Figure 13. Stateful failover can solve this problem. 

Figure 13 Network with one device deployed 

 
 

Operating procedure 
Stateful failover involves service backup and traffic switchover. Stateful failover works as follows:  

1. As shown in Figure 14, Device A and Device B connect to each other over a failover link.  

2. The two devices exchange state negotiation messages periodically through the failover link. After 
the two devices enter the synchronized state, they back up the sessions of each other to make sure 
that the sessions on them are consistent.  

3. If one device fails, the other device can take over by using VRRP to avoid service interruption. 

In this document, the stateful failover feature supports backing up portal, 802.1X, and DHCP services.  
 

 NOTE: 

When you configure stateful failover for DHCP servers, make sure the DHCP address pool names on the 
two servers are consistent. 
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Figure 14 Network diagram for stateful failover 

 
 

Stateful failover states 
Stateful failover includes the following states: 

• Silence—The device has just started, or is transiting from synchronization state to independence 
state. 

• Independence—The silence timer has expired, but no failover link is established. 

• Synchronization—The device has completed state negotiation with the other device and is ready for 
service backup. 

Figure 15 Stateful failover state relations 

 
 

Stateful failover configuration task list 
To implement stateful failover on two devices, you need to perform the following configurations:  

• Routing configuration. Configure VRRP on the devices and the uplink/downlink devices to make 
sure the traffic can automatically switch to the other device when a device fails.  

Internet

Internal 
network

Device A

Host A Host B

Device B
Failover link

GE1/2 GE1/2

GE1/1 GE1/1

GE1/3 GE1/3
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• Service backup configuration. It can implement real-time service backup between the two devices.  

This configuration guide only introduces the service backup configuration.  

Complete the following tasks to configure stateful failover:  
 

Task Remarks 

Enabling stateful failover Required. 

Configuring the backup VLAN Required. 

Service module related configurations 

Optional. 

A device providing DHCP server services automatically 
backs up related information to the backup device after the 
configurations take effect.  

For a device providing portal services, you need to perform 
further configurations on the device before it can 
automatically back up portal service information to the 
backup device. For more information, see Security 
Configuration Guide.  

 

Enabling stateful failover 
When you enable stateful failover with the dhbk enable backup-type { dissymmetric-path | 
symmetric-path } command, one of the following happens:  

• If you specify the dissymmetric-path keyword, the two devices operate in active/active mode. 
Sessions enter and leave the internal network through different devices to achieve load sharing.  

• If you specify the symmetric-path keyword, the two devices operate in active/standby mode. 
Sessions enter and leave the internal network through one device.  

Select a keyword based on the network environment and resources and specify the same keyword for 
both devices.  

To enable stateful failover:  
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enable stateful failover in a 
specified mode. 

dhbk enable backup-type 
{ dissymmetric-path | 
symmetric-path } 

Disabled by default. 

 

Configuring the backup VLAN 
After you specify a VLAN as a backup VLAN, the interfaces added to the VLAN can serve as stateful 
failover interfaces to transmit stateful failover packets.  

The device identifies stateful failover packets by the VLAN tag and private protocol number, and 
broadcasts them in the backup VLAN to the peer. Do not configure other services for the backup VLAN 
(such as MAC VLAN or Voice VLAN). Otherwise, the operation of stateful failover may be affected.  
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The interfaces assigned to a backup VLAN can forward other types of packets in addition to stateful 
failover packets.  

To configure a backup VLAN:  
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Create a VLAN and assign 
interfaces to the VLAN. See Layer 2 Configuration Guide.  N/A 

3. Return to system view. quit N/A 

4. Specify the VLAN as a 
backup VLAN. dhbk vlan vlan-id Not specified by default. 

 

Displaying and maintaining stateful failover 
Task Command Remarks 

Display the running status and 
related information of stateful 
failover. 

display dhbk status [ | { begin | 
exclude | include } 
regular-expression ] 

Available in any view. 

 

Stateful failover configuration example 
For more information about the portal security stateful failover configuration example, see Security 
Configuration Guide.  

Configuration guidelines 
When you configure stateful failover, follow these guidelines: 

• Stateful failover can be implemented only between two devices. 

• The same numbered interfaces must exist on the two devices. Otherwise, session backup fails.  
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Configuring Track 

Overview 
The Track module collaborates with application and detection modules, as shown in Figure 16.  

After you associate the Track module with a detection module and an application module, collaboration 
is enabled. The detection module probes specific objects such as interface status, link status, network 
reachability, and network performance, and informs the Track module of detection results. The Track 
module sends the detection results to the associated application module. When notified of changes for 
the tracked object, the application modules can react to avoid communication interruption and network 
performance degradation.  

Figure 16 Collaboration through the Track module 

 
 

Collaboration fundamentals 
The following describes collaboration of the Track module with detection modules and application 
modules. 

Collaboration between the Track module and a detection module 

The detection module sends the detection result of the associated tracked object to the Track module. 
Depending on the result, the Track module changes the status of the track entry: 

• If the tracked object functions correctly, for example, the target interface is up or the target network 
is reachable, the state of the track entry is Positive.  

• If the tracked object functions incorrectly, for example, the target interface is down or the target 
network is unreachable, the state of the track entry is Negative. 

• If the detection result is not valid, for example, the network quality analyzer (NQA) operation that 
is associated with the track entry does not exist, the state of the track entry is Invalid. 

The following detection modules can be associated with the Track module: 

• NQA. 

• BFD. 

• Interface management module. 
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Collaboration between the Track module and an application module 

After you associate the Track module with an application module, and the status of the track entry 
changes, the Track module notifies the application module, which then takes actions as configured.  

The following application modules can be associated with the Track module: 

• VRRP. 

• Static routing. 

• WLAN uplink detection. 

When you configure a track entry for an application module, you can set a notification delay to avoid 
immediate notification of status changes, which can cause communication failure. This issue occurs when 
route convergence is slower than the link state change notification. For example, when the master in a 
VRRP group detects that the uplink interface fails through the Track module, the Track module notifies the 
master to decrease its priority so that a backup with higher priority preempts as the new master. When 
the failed uplink interface recovers, the Track module immediately notifies the original master to restore 
its priority and forward traffic. If the uplink route has not recovered, forwarding failure will occur. 

Collaboration application example 
This example shows how to implement collaboration between NQA, Track, and uplink detection.  

Figure 17 Network diagram 

 
 

If the uplink fails, the AC disables the radio on the AP that associates with the AC. If the uplink recovers, 
the AC enables the radio on the AP.  

To configure collaboration between the NQA, Track, and uplink detection: 

1. Configure an NQA operation to check the accessibility of the Device.  

2. Create a track entry and associate it with the NQA operation. When the Device is reachable, the 
track entry is in Positive state. When the Device becomes unreachable, the track entry is in 
Negative state. 

3. Associate the track entry with the WLAN uplink detection feature. When the associated track entry 
changes to the Negative state, the uplink detection feature disables the radio on the AP so that 
wireless clients will not associate with the AP. When the track entry changes to the Positive state, 
the uplink detection feature enables the radio on the AP so that wireless clients can associate with 
the AP.  

Track configuration task list 
To implement the collaboration function, establish associations between the Track module and the 
detection modules, and between the Track module and the application modules. 

Complete these tasks to configure the Track module: 
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Task Remarks 

Associating the Track module 
with a detection module 

Associating Track with NQA Required. 

Use one of the methods. Associating Track with interface management 

Associating the Track module 
with an application module 

Associating Track with VRRP 
Required. 

Use one of the methods. 
Associating Track with static routing 

Associating Track with WLAN uplink detection 
 

Associating the Track module with a detection 
module 

Associating Track with NQA 
NQA supports multiple operation types to analyze network performance, services, service quality. For 
example, an NQA operation can periodically detect whether a destination is reachable, or whether the 
TCP connection to a TCP server can be set up.  

An NQA operation functions as follows when it is associated with a track entry: 

• If the consecutive failures reach the specified threshold, the NQA module notifies the Track module 
that the tracked object malfunctions. The Track module sets the track entry to the Negative state.  

• If the specified threshold is not reached, the NQA module notifies the Track module that the tracked 
object functions correctly. The Track module sets the track entry to the Positive state.  

For more information about NQA, see Network Management and Monitoring Configuration Guide. 

To associate Track with NQA: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Create a track entry, 
associate it with an NQA 
reaction entry, and specify the 
delay time for the Track 
module to notify the 
associated application 
module when the track entry 
status changes. 

track track-entry-number nqa entry 
admin-name operation-tag reaction 
item-number [ delay { negative 
negative-time | positive 
positive-time } * ] 

No track entry is created by 
default. 

 

 NOTE: 

If the specified NQA operation or the reaction entry in the track entry does not exist, the status of the track
entry is Invalid. 
 

Associating Track with interface management 
The interface management module monitors the physical status or network-layer protocol status of the 
interface. The interface management module functions as follows when it is associated with a track entry: 
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• When the physical or network-layer protocol status of the interface changes to up, the interface 
management module notifies the Track module of the change and the Track module sets the track 
entry to Positive.  

• When the physical or network-layer protocol status of the interface changes to down, the interface 
management module notifies the Track module of the change and the Track module sets the track 
entry to Negative. 

To associate Track with interface management: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Associating Track with 
interface management. 

• Create a track entry, associate it with 
the interface management module to 
monitor the physical status of an 
interface, and specify the delay time for 
the Track module to notify the 
associated application module when 
the track entry status changes: 
track track-entry-number interface 
interface-type interface-number [ delay 
{ negative negative-time | positive 
positive-time } * ] 

• Create a track entry, associate it with 
the interface management module to 
monitor the Layer 3 protocol status of 
an interface, and specify the delay time 
for the Track module to notify the 
associated application module when 
the track entry status changes: 
track track-entry-number interface 
interface-type interface-number 
protocol { ipv4 | ipv6 } [ delay 
{ negative negative-time | positive 
positive-time } * ] 

Use either method. 

No track entry is created by 
default. 

 

Associating the Track module with an application 
module 

 NOTE: 

The term "router" in this section refers to both routers and routing-capable HP wireless products. 
 

Associating Track with VRRP 
VRRP is an error-tolerant protocol. It adds a group of routers that can act as network gateways to a VRRP 
group, which forms a virtual router. Routers in the VRRP group elect the master acting as the gateway 
according to the routers' priorities. A router with a higher priority is more likely to become the master. The 
other routers function as the backups. When the master fails, the backups in the VRRP group elect a new 
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gateway to take over. This makes sure the hosts in the network segment can uninterruptedly communicate 
with external networks. 

When VRRP is operating in standard protocol mode or load balancing mode, associate the Track 
module with the VRRP group to implement the following actions: 

• Change the priority of a router according to the status of the uplink. If a fault occurs on the uplink 
of the router, the VRRP group is not aware of the uplink failure. If the router is the master, hosts in the 
LAN cannot access the external network. To solve this problem, establish a Track-VRRP group 
association. Use the detection modules to monitor the status of the uplink of the router and establish 
collaborations between the detection modules, Track module and VRRP. When the uplink fails, the 
detection modules notify the Track module to change the status of the monitored track entry to 
Negative, and the priority of the master decreases by a specific value. This allows a higher priority 
router in the VRRP group to become the master, and maintains communication between the hosts in 
the LAN and the external network. 

• Monitor the master on a backup. If a fault occurs on the master, the backup working in switchover 
mode will switch to the master immediately to maintain normal communication. 

When VRRP is operating in load balancing mode, associate the Track module with the VRRP Virtual 
Forwarder (VF) to implement the following functions: 

• Change the priority of the active VF (AVF) according to its uplink state. When the uplink of the AVF 
fails, the track entry changes to Negative state and the weight of the AVF decreases by a specific 
value so that the VF with a higher priority becomes the new AVF to forward packets. 

• Monitor the AVF status from the listening VF (LVF), which refers to the VF in listening state. When the 
AVF fails, the LVF that is operating in switchover mode becomes the new AVF to ensure continuous 
forwarding. 

Follow these guidelines when you associate Track with VRRP: 

• VRRP tracking is not valid on an IP address owner. An IP address owner refers to a router when the 
IP address of the virtual router is the IP address of an interface on the router in the VRRP group. 

• When the status of the track entry changes from Negative to Positive or Invalid, the associated 
router or VF restores its priority automatically. 

• You can associate a nonexistent track entry with a VRRP group or VF. The association takes effect 
only after you use the track command to create the track entry. For more information about VRRP, 
see "Configuring VRRP." 

To associate Track with VRRP group: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter interface view. interface interface-type 
interface-number N/A 

3. Create a VRRP group and 
configure its virtual IP 
address. 

vrrp vrid virtual-router-id virtual-ip 
virtual-address 

No VRRP group is created by 
default. 

4. Associate a track entry with a 
VRRP group. 

vrrp [ ipv6 ] vrid virtual-router-id 
track track-entry-number [ reduced 
priority-reduced | switchover ] 

No track entry is specified for a 
VRRP group by default. 

This command is supported when 
VRRP is operating in both standard 
protocol mode and load balancing 
mode. 
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To associate Track with VRRP VF: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter interface view. interface interface-type 
interface-number N/A 

3. Create a VRRP group and 
configure its virtual IP 
address. 

vrrp vrid virtual-router-id virtual-ip 
virtual-address 

No VRRP group is created by 
default. 

4. Associate Track with VRRP VF. 

• Associate a track entry with the 
VRRP VF: 
vrrp [ ipv6 ] vrid virtual-router-id 
weight track track-entry-number 
[ reduced weight-reduced ] 

• Configure the LVF to monitor the 
AVF status through the track 
entry: 
vrrp [ ipv6 ] vrid virtual-router-id  
track track-entry-number 
forwarder-switchover 
member-ip ip-address 

Use at least one command. 

By default, no track entry is 
specified for a VF. 

This command is configurable 
when VRRP is operating in 
standard mode or load balancing 
mode. However, this function takes 
effect only when VRRP is operating 
in load balancing mode.  

 

Associating Track with static routing 
A static route is a manually configured route. When a static route is configured, packets to the specified 
destination are forwarded through the path specified by the administrator. 

Static routes cannot adapt to network topology changes. Faults or topological changes in the network 
can make the routes unreachable and cause network breaks and unreliability. 

To prevent this problem, configure another route to back up the static route. When the static route is 
reachable, packets are forwarded through the static route. When the static route is unreachable, packets 
are forwarded through the backup route. 

To check the accessibility of a static route in real time, establish association between Track and the static 
route.  

If you specify the next hop but not the output interface when configuring a static route, you can establish 
collaborations among the static route, the Track module, and detection modules. This enables you to 
check the accessibility of the static route by the state of the track entry:  

• The Positive state of the track entry shows that the next hop of the static route is reachable, and that 
the configured static route is valid. 

• The Negative state of the track entry shows that the next hop of the static route is not reachable, and 
that the configured static route is invalid. 

• The Invalid state of the track entry shows that the accessibility of the next hop of the static route is 
unknown, and that the static route is valid. 

Follow these guidelines when you associate Track with static routing: 

• You can associate a nonexistent track entry with a static route. The association takes effect only after 
you use the track command to create the track entry. 
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• If a static route needs route recursion, the associated track entry must monitor the next hop of the 
recursive route instead of the next hop of the static route. Otherwise, a valid route may be 
considered invalid. For more information about static route configuration, see Layer 3 Configuration 
Guide. 

To associate Track with static routing: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Associate the static 
route with a track 
entry to check the 
accessibility of the 
next hop. 

ip route-static dest-address { mask | 
mask-length } next-hop-address [ track 
track-entry-number ] [ preference 
preference-value | description description-text ] 

By default, no track entry is 
associated with the static 
route. 

  

Associating Track with WLAN uplink detection 
When the uplink of an AC fails, clients cannot access external networks through the AP that is connected 
to the AC. To check the accessibility of the uplink in real time, establish association between Track and 
WLAN uplink detection:  

• When the track entry is in Positive state, the AC enables the radio of the AP. Wireless clients can 
associate with the AP. 

• When the track entry is in Negative state, the AC disables the radio of the AP. Wireless clients 
cannot associate with the AP. 

• When the track entry is in Invalid state, the AC does not change the radio state of the AP. 

The association makes sure when the uplink of an AC fails, clients can associate with APs connected to 
another AC. 

For more information about configuration on AC, AP, and WLAN uplink detection, see WLAN Service 
Configuration Guide. 

To associate Track with the WLAN uplink detection feature: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 
2. Associate the WLAN uplink 

detection feature with a 
track entry. 

wlan uplink track track-entry-number Not configured by default. 

 

Displaying and maintaining track entries 
Task Command Remarks 

Display information about the 
specified or all track entries. 

display track { track-entry-number | all } [ | 
{ begin | exclude | include } 
regular-expression ] 

Available in any view. 
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Track configuration examples 
The configuration examples were created on the 10500/7500 20G unified wired-WLAN module and 
might vary with device models. 

When configuring the 10500/7500 20G unified wired-WLAN module, make sure the settings are 
correct (including VLAN settings) on the internal Ethernet interface that connects the module to the switch. 
For more information, see HP 10500 & 7500 20G Unified Wired-WLAN Module Fundamentals 
Configuration Guide. 

By default, the aggregate interfaces between the access controller engine and the switching engine on 
an 830 switch or an 870 appliance are Access interfaces in VLAN 1. When configuring the two 
aggregate interfaces, make sure their permitted VLANs are the same. HP also recommends that you set 
their link type to be the same. 

VRRP-Track-NQA collaboration configuration example 
In this example, the master monitors the uplink. 

Network requirements 

• As shown in Figure 18, Client needs to access Host on the Internet. The default gateway of Client is 
10.1.1.10/24. 

• AC 1 and AC 2 belong to VRRP group 1, whose virtual IP address is 10.1.1.10. 

• When AC 1 works correctly, packets from Client to Host are forwarded through AC 1. When VRRP 
finds a fault on the uplink of AC 1 through NQA, packets from Client to Host are forwarded through 
AC 2. 

Figure 18 Network diagram 

 
 

Configuration procedure 

1. Create VLANs, and assign corresponding ports to the VLANs, and configure the IP address of 
each VLAN interface as shown in Figure 18. (Details not shown.) 

2. Configure an NQA operation on AC 1: 

# Create an NQA operation with the administrator name admin and the operation tag test. 
<AC1> system-view 

AC 1

AC 2

Virtual IP address: 
10.1.1.10/24

Vlan-int2
10.1.1.1/24

Vlan-int2
10.1.1.2/24

Host
Client

10.1.1.3/24

20.1.1.1/24

Internet

Vlan-int3
10.1.2.1/24

Vlan-int3
10.1.3.1/24

Vlan-int3
10.1.3.2/24

Vlan-int3
10.1.2.2/24

Switch A

Switch B

AP 1

AP 2
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[AC1] nqa entry admin test 

# Configure the operation type as ICMP echo. 
[AC1-nqa-admin-test] type icmp-echo 

# Configure the destination address as 10.1.2.2. 
[AC1-nqa-admin-test-icmp-echo] destination ip 10.1.2.2 

# Set the operation frequency to 100 milliseconds. 
[AC1-nqa-admin-test-icmp-echo] frequency 100 

# Configure reaction entry 1, specifying that five consecutive probe failures trigger the Track 
module. 
[AC1-nqa-admin-test-icmp-echo] reaction 1 checked-element probe-fail threshold-type 
consecutive 5 action-type trigger-only 

[AC1-nqa-admin-test-icmp-echo] quit 

# Start the NQA operation. 
[AC1] nqa schedule admin test start-time now lifetime forever 

3. Configure a track entry on AC 1: 

# Configure track entry 1, and associate it with reaction entry 1 of the NQA operation. 
[AC1] track 1 nqa entry admin test reaction 1 

4. Configure VRRP on AC 1: 

# Create VRRP group 1, and configure the virtual IP address 10.1.1.10 for the group. 
[AC1] interface vlan-interface 2 

[AC1-Vlan-interface2] vrrp vrid 1 virtual-ip 10.1.1.10 

# Set the priority of AC 1 in VRRP group 1 to 110. 
[AC1-Vlan-interface2] vrrp vrid 1 priority 110 

# Set the authentication mode of VRRP group 1 to simple, and the authentication key to hello. 
[AC1-Vlan-interface2] vrrp vrid 1 authentication-mode simple hello 

# Configure the master to send VRRP packets at an interval of 5 seconds. 
[AC1-Vlan-interface2] vrrp vrid 1 timer advertise 5 

# Configure AC 1 to operate in preemptive mode, and set the preemption delay to 5 seconds. 
[AC1-Vlan-interface2] vrrp vrid 1 preempt-mode timer delay 5 

# Configure to monitor track entry 1 and specify the priority decrement to 30. 
[AC1-Vlan-interface2] vrrp vrid 1 track 1 reduced 30 

5. Configure VRRP on AC 2: 
<AC2> system-view 

[AC2] interface vlan-interface 2 

# Create VRRP group 1, and configure the virtual IP address 10.1.1.10 for the group. 
[AC2-Vlan-interface2] vrrp vrid 1 virtual-ip 10.1.1.10 

# Set the authentication mode of VRRP group 1 to simple, and the authentication key to hello. 
[AC2-Vlan-interface2] vrrp vrid 1 authentication-mode simple hello 

# Configure the master to send VRRP packets at an interval of 5 seconds. 
[AC2-Vlan-interface2] vrrp vrid 1 timer advertise 5 

# Configure AC 2 to operate in preemptive mode, and set the preemption delay to 5 seconds. 
[AC2-Vlan-interface2] vrrp vrid 1 preempt-mode timer delay 5 

6. Verify the configuration: 
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After configuration, ping Host on Client, and you can see that Host is reachable. Use the display 
vrrp command to view the configuration result.  

# Display detailed information about VRRP group 1 on AC 1. 
[AC1-Vlan-interface2] display vrrp verbose 

 IPv4 Standby Information: 

     Run Mode       : Standard 

     Run Method     : Virtual MAC 

 Total number of virtual routers : 1 

   Interface Vlan-interface2 

     VRID           : 1                    Adver Timer  : 5 

     Admin Status   : Up                   State        : Master 

     Config Pri     : 110                  Running Pri  : 110 

     Preempt Mode   : Yes                  Delay Time   : 5 

     Auth Type      : Simple               Key          : ****** 

     Virtual IP     : 10.1.1.10 

     Virtual MAC    : 0000-5e00-0101 

     Master IP      : 10.1.1.1 

   VRRP Track Information: 

     Track Object   : 1                    State : Positive   Pri Reduced : 30 

# Display detailed information about VRRP group 1 on AC 2. 
[AC2-Vlan-interface2] display vrrp verbose 

 IPv4 Standby Information: 

     Run Mode       : Standard 

     Run Method     : Virtual MAC 

 Total number of virtual routers : 1 

   Interface Vlan-interface2 

     VRID           : 1                    Adver Timer  : 5 

     Admin Status   : Up                   State        : Backup 

     Config Pri     : 100                  Running Pri  : 100 

     Preempt Mode   : Yes                  Delay Time   : 5 

     Become Master  : 2200ms left 

     Auth Type      : Simple               Key          : ****** 

     Virtual IP     : 10.1.1.10 

     Master IP      : 10.1.1.1 

The output shows that in VRRP group 1, AC 1 is the master and AC 2 is a backup. Packets from 
Client to Host are forwarded through AC 1. 

When there is a fault on the link between AC 1 and Switch A, you can still successfully ping Host 
on Client. Use the display vrrp command to view information about VRRP group 1. 

# Display detailed information about VRRP group 1 on AC 1 when there is a fault on the link 
between AC 1 and Switch A. 
 IPv4 Standby Information: 

     Run Mode       : Standard 

     Run Method     : Virtual MAC 

 Total number of virtual routers : 1 

   Interface Vlan-interface2 

     VRID           : 1                    Adver Timer  : 5 

     Admin Status   : Up                   State        : Backup 
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     Config Pri     : 110                  Running Pri  : 80 

     Preempt Mode   : Yes                  Delay Time   : 5 

     Become Master  : 2200ms left 

     Auth Type      : Simple               Key          : ****** 

     Virtual IP     : 10.1.1.10 

     Master IP      : 10.1.1.2 

   VRRP Track Information: 

     Track Object   : 1                    State : Negative   Pri Reduced : 30 

# Display detailed information about VRRP group 1 on AC 2 when there is a fault on the link 
between AC 1 and Switch A. 
[AC2-Vlan-interface2] display vrrp verbose 

 IPv4 Standby Information: 

     Run Mode       : Standard 

     Run Method     : Virtual MAC 

 Total number of virtual routers : 1 

   Interface Vlan-interface2 

     VRID           : 1                    Adver Timer  : 5 

     Admin Status   : Up                   State        : Master 

     Config Pri     : 100                  Running Pri  : 100 

     Preempt Mode   : Yes                  Delay Time   : 5 

     Auth Type      : Simple               Key          : ****** 

     Virtual IP     : 10.1.1.10 

     Virtual MAC    : 0000-5e00-0101 

     Master IP      : 10.1.1.2 

The output shows that when there is a fault on the link between AC 1 and Switch A, the priority of 
AC 1 decreases to 80. AC 1 becomes the backup, and AC 2 becomes the master. Packets from 
Client to Host are forwarded through AC 2. 

Static routing-Track-NQA collaboration configuration example 
Network requirements 

As shown in Figure 19, AC 1, AC 2, AC 3, and AC 4 are connected to two segments 20.1.1.0/24 and 
30.1.1.0/24. Configure static routes on the ACs so that the two segments can communicate with each 
other, and configure route backup to improve reliability of the network. 

AC 1 is the default gateway of the hosts in segment 20.1.1.0/24. Two static routes to 30.1.1.0/24 exist on 
AC 1, with the next hop as AC 2 and AC 3. These two static routes back up each other, where: 

• The static route with AC 2 as the next hop has a higher priority, and is the master route. If this route 
is available, AC 1 forwards packets to 30.1.1.0/24 through AC 2. 

• The static route with AC 3 as the next hop acts as the backup route. 

• Configure static routing-Track-NQA collaboration to determine whether the master route is 
available in real time. If the master route is unavailable, the backup route takes effect, and AC 1 
forwards packets to 30.1.1.0/24 through AC 3. 

Similarly, AC 4 is the default gateway of the hosts in segment 30.1.1.0/24. Two static routes to 
20.1.1.0/24 exist on AC 4, with the next hop as AC 2 and AC 3. These two static routes back up each 
other, where: 
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• The static route with AC 2 as the next hop has a higher priority, and is the master route. If this route 
is available, AC 4 forwards packets to 20.1.1.0/24 through AC 2. 

• The static route with AC 3 as the next hop acts as the backup route. 

• Configure static routing-Track-NQA collaboration to determine whether the master route is 
available in real time. If the master route is unavailable, the backup route takes effect, and AC 4 
forwards packets to 20.1.1.0/24 through AC 3. 

Figure 19 Network diagram 

 
 

Configuration procedure 

1. Create VLANs, and assign corresponding ports to the VLANs, and configure the IP address of 
each VLAN interface as shown in Figure 19. (Details not shown.) 

2. Configure AC 1: 

# Configure a static route to 30.1.1.0/24, with the address of the next hop as 10.1.1.2 and the 
default priority 60. This static route is associated with track entry 1. 
<AC1> system-view 

[AC1] ip route-static 30.1.1.0 24 10.1.1.2 track 1 

# Configure a static route to 30.1.1.0/24, with the address of the next hop as 10.3.1.3 and the 
priority 80. 
[AC1] ip route-static 30.1.1.0 24 10.3.1.3 preference 80 

# Configure a static route to 10.2.1.4, with the address of the next hop as 10.1.1.2. 
[AC1] ip route-static 10.2.1.4 24 10.1.1.2 

# Create an NQA operation with the administrator admin and the operation tag test. 
[AC1] nqa entry admin test 

# Configure the operation type as ICMP echo. 
[AC1-nqa-admin-test] type icmp-echo 

# Configure the destination address of the operation as 10.2.1.4 and the next hop address as 
10.1.1.2 to check the connectivity of the path from AC 1 to AC 2, and then to AC 4 through NQA. 
[AC1-nqa-admin-test-icmp-echo] destination ip 10.2.1.4 

[AC1-nqa-admin-test-icmp-echo] next-hop 10.1.1.2 

# Configure the operation frequency as 100 milliseconds. 
[AC1-nqa-admin-test-icmp-echo] frequency 100 
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10.1.1.2/24
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# Configure reaction entry 1, specifying that five consecutive probe failures trigger the Track 
module. 
[AC1-nqa-admin-test-icmp-echo] reaction 1 checked-element probe-fail threshold-type 
consecutive 5 action-type trigger-only 

[AC1-nqa-admin-test-icmp-echo] quit 

# Start the NQA operation. 
[AC1] nqa schedule admin test start-time now lifetime forever 

# Configure track entry 1, and associate it with reaction entry 1 of the NQA operation. 
[AC1] track 1 nqa entry admin test reaction 1 

3. Configure AC 2: 

# Configure a static route to 30.1.1.0/24, with the address of the next hop as 10.2.1.4. 
<AC2> system-view 

[AC2] ip route-static 30.1.1.0 24 10.2.1.4 

# Configure a static route to 20.1.1.0/24, with the address of the next hop as 10.1.1.1. 
[AC2] ip route-static 20.1.1.0 24 10.1.1.1 

4. Configure AC 3: 

# Configure a static route to 30.1.1.0/24, with the address of the next hop as 10.4.1.4. 
<AC3> system-view 

[AC3] ip route-static 30.1.1.0 24 10.4.1.4 

# Configure a static route to 20.1.1.0/24, with the address of the next hop as 10.3.1.1. 
[AC3] ip route-static 20.1.1.0 24 10.3.1.1 

5. Configure AC 4: 

# Configure a static route to 20.1.1.0/24, with the address of the next hop as 10.2.1.2 and the 
default priority 60. This static route is associated with track entry 1. 
<AC4> system-view 

[AC4] ip route-static 20.1.1.0 24 10.2.1.2 track 1 

# Configure a static route to 20.1.1.0/24, with the address of the next hop as 10.4.1.3 and the 
priority 80. 
[AC4] ip route-static 20.1.1.0 24 10.4.1.3 preference 80 

# Configure a static route to 10.1.1.1, with the address of the next hop as 10.2.1.2. 
[AC4] ip route-static 10.1.1.1 24 10.2.1.2 

# Create an NQA operation with the administrator admin and the operation tag test. 
[AC4] nqa entry admin test 

# Configure the operation type as ICMP echo. 
[AC4-nqa-admin-test] type icmp-echo 

# Configure the destination address of the operation as 10.1.1.1 and the next hop address as 
10.2.1.2 to check the connectivity of the path from AC 4 to AC 2, and then to AC 1 through NQA. 
[AC4-nqa-admin-test-icmp-echo] destination ip 10.1.1.1 

[AC4-nqa-admin-test-icmp-echo] next-hop 10.2.1.2 

# Configure the operation frequency as 100 milliseconds. 
[AC4-nqa-admin-test-icmp-echo] frequency 100 

# Configure reaction entry 1, specifying that five consecutive probe failures trigger the Track 
module. 
[AC4-nqa-admin-test-icmp-echo] reaction 1 checked-element probe-fail threshold-type 
consecutive 5 action-type trigger-only 
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[AC4-nqa-admin-test-icmp-echo] quit 

# Start the NQA operation. 
[AC4] nqa schedule admin test start-time now lifetime forever 

# Configure track entry 1, and associate it with reaction entry 1 of the NQA operation. 
[AC4] track 1 nqa entry admin test reaction 1 

6. Verify the configuration: 

# Display information of the track entry on AC 1. 
[AC1] display track all 

Track ID: 1 

  Status: Positive 

  Duration: 0 days 0 hours 0 minutes 32 seconds 

  Notification delay: Positive 0, Negative 0 (in seconds) 

  Reference object: 

    NQA entry: admin test 

    Reaction: 1 

# Display the routing table of AC 1. 
[AC1] display ip routing-table 

Routing Tables: Public 

         Destinations : 10       Routes : 10 

Destination/Mask    Proto  Pre  Cost         NextHop         Interface 

10.1.1.0/24         Direct 0    0            10.1.1.1        Vlan2 

10.1.1.1/32         Direct 0    0            127.0.0.1       InLoop0 

10.2.1.0/24         Static 60   0            10.1.1.2        Vlan2 

10.3.1.0/24         Direct 0    0            10.3.1.1        Vlan3 

10.3.1.1/32         Direct 0    0            127.0.0.1       InLoop0 

20.1.1.0/24         Direct 0    0            20.1.1.1        Vlan6 

20.1.1.1/32         Direct 0    0            127.0.0.1       InLoop0 

30.1.1.0/24         Static 60   0            10.1.1.2        Vlan2 

127.0.0.0/8         Direct 0    0            127.0.0.1       InLoop0 

127.0.0.1/32        Direct 0    0            127.0.0.1       InLoop0 

The output shows the NQA test result: the master route is available (the status of the track entry is 
Positive), and AC 1 forwards packets to 30.1.1.0/24 through AC 2. 

# Remove the IP address of interface VLAN-interface 2 on AC 2. 
<AC2> system-view 

[AC2] interface vlan-interface 2 

[AC2-Vlan-interface2] undo ip address 

# Display information of the track entry on AC1. 
[AC1] display track all 

Track ID: 1 

  Status: Negative 

  Duration: 0 days 0 hours 0 minutes 32 seconds 

  Notification delay: Positive 0, Negative 0 (in seconds) 

  Reference object: 

    NQA entry: admin test 

    Reaction: 1 

# Display the routing table of AC 1. 
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[AC1] display ip routing-table 

Routing Tables: Public 

 

         Destinations : 10       Routes : 10 

 

Destination/Mask    Proto  Pre  Cost         NextHop         Interface 

10.1.1.0/24         Direct 0    0            10.1.1.1        Vlan2 

10.1.1.1/32         Direct 0    0            127.0.0.1       InLoop0 

10.2.1.0/24         Static 60   0            10.1.1.2        Vlan2 

10.3.1.0/24         Direct 0    0            10.3.1.1        Vlan3 

10.3.1.1/32         Direct 0    0            127.0.0.1       InLoop0 

20.1.1.0/24         Direct 0    0            20.1.1.1        Vlan6 

20.1.1.1/32         Direct 0    0            127.0.0.1       InLoop0 

30.1.1.0/24         Static 80   0            10.3.1.3        Vlan3 

127.0.0.0/8         Direct 0    0            127.0.0.1       InLoop0 

127.0.0.1/32        Direct 0    0            127.0.0.1       InLoop0 

The output shows the NQA test result: the master route is unavailable (the status of the track entry 
is Negative), and the backup static route takes effect and AC 1 forwards packets to 30.1.1.0/24 
through AC 3. 

# When the master route fails, the hosts in 20.1.1.0/24 can still communicate with the hosts in 
30.1.1.0/24. 
[AC1] ping -a 20.1.1.1 30.1.1.1 

  PING 30.1.1.1: 56  data bytes, press CTRL_C to break 

    Reply from 30.1.1.1: bytes=56 Sequence=1 ttl=254 time=2 ms 

    Reply from 30.1.1.1: bytes=56 Sequence=2 ttl=254 time=1 ms 

    Reply from 30.1.1.1: bytes=56 Sequence=3 ttl=254 time=1 ms 

    Reply from 30.1.1.1: bytes=56 Sequence=4 ttl=254 time=2 ms 

    Reply from 30.1.1.1: bytes=56 Sequence=5 ttl=254 time=1 ms 

  --- 30.1.1.1 ping statistics --- 

    5 packet(s) transmitted 

    5 packet(s) received 

    0.00% packet loss 

    round-trip min/avg/max = 1/1/2 ms 

# The output on AC 4 is similar to that on AC 1. When the master route fails, the hosts in 
30.1.1.0/24 can still communicate with the hosts in 20.1.1.0/24. 
[AC2] ping -a 30.1.1.1 20.1.1.1 

  PING 20.1.1.1: 56  data bytes, press CTRL_C to break 

    Reply from 20.1.1.1: bytes=56 Sequence=1 ttl=254 time=2 ms 

    Reply from 20.1.1.1: bytes=56 Sequence=2 ttl=254 time=1 ms 

    Reply from 20.1.1.1: bytes=56 Sequence=3 ttl=254 time=1 ms 

    Reply from 20.1.1.1: bytes=56 Sequence=4 ttl=254 time=1 ms 

    Reply from 20.1.1.1: bytes=56 Sequence=5 ttl=254 time=1 ms 

  --- 20.1.1.1 ping statistics --- 

    5 packet(s) transmitted 

    5 packet(s) received 

    0.00% packet loss 

    round-trip min/avg/max = 1/1/2 ms 
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VRRP-Track-interface management collaboration configuration 
example 

In this example, the master monitors the uplink interface. 

Network requirements 

• As shown in Figure 20, Client needs to access Host on the Internet. The default gateway of Client 
is 10.1.1.10/24. 

• AC 1 and AC 2 belong to VRRP group 1, whose virtual IP address is 10.1.1.10. 

• When AC 1 works correctly, packets from Client to Host are forwarded through AC 1. When VRRP 
detects a fault on the uplink interface of AC 1 through the interface management module, packets 
from Client to Host are forwarded through AC 2. 

Figure 20 Network diagram 

 
 

Configuration procedure 

1. Create VLANs, and assign corresponding ports to the VLANs, and configure the IP address of 
each VLAN interface as shown in Figure 20. (Details not shown.) 

2. Configure a track entry on AC 1: 

# Configure track entry 1, and associate it with the physical status of the uplink interface 
VLAN-interface 3. 
[AC1] track 1 interface vlan-interface 3 

3. Configure VRRP on AC 1: 

# Create VRRP group 1, and configure the virtual IP address 10.1.1.10 for the group. 
[AC1] interface vlan-interface 2 

[AC1-Vlan-interface2] vrrp vrid 1 virtual-ip 10.1.1.10 

# Set the priority of AC 1 in VRRP group 1 to 110. 
[AC1-Vlan-interface2] vrrp vrid 1 priority 110 

# Configure to monitor track entry 1 and specify the priority decrement as 30. 
[AC1-Vlan-interface2] vrrp vrid 1 track 1 reduced 30 

4. Configure VRRP on AC 2: 
<AC2> system-view 
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[AC2] interface vlan-interface 2 

# Create VRRP group 1, and configure the virtual IP address 10.1.1.10 for the group. 
[AC2-Vlan-interface2] vrrp vrid 1 virtual-ip 10.1.1.10 

5. Verify the configuration: 

After configuration, ping Host on Client, and you can see that Host is reachable. Use the display 
vrrp command to view the configuration result.  

# Display detailed information about VRRP group 1 on AC 1. 
[AC1-Vlan-interface2] display vrrp verbose 

 IPv4 Standby Information: 

     Run Mode       : Standard 

     Run Method     : Virtual MAC 

 Total number of virtual routers : 1 

   Interface Vlan-interface2 

     VRID           : 1                    Adver Timer  : 1 

     Admin Status   : Up                   State        : Master 

     Config Pri     : 110                  Running Pri  : 110 

     Preempt Mode   : Yes                  Delay Time   : 0 

     Auth Type      : None 

     Virtual IP     : 10.1.1.10 

     Virtual MAC    : 0000-5e00-0101 

     Master IP      : 10.1.1.1 

   VRRP Track Information: 

     Track Object   : 1                    State : Positive   Pri Reduced : 30 

# Display detailed information about VRRP group 1 on AC 2. 
[AC2-Vlan-interface2] display vrrp verbose 

 IPv4 Standby Information: 

     Run Mode       : Standard 

     Run Method     : Virtual MAC 

 Total number of virtual routers : 1 

   Interface Vlan-interface2 

     VRID           : 1                    Adver Timer  : 1 

     Admin Status   : Up                   State        : Backup 

     Config Pri     : 100                  Running Pri  : 100 

     Preempt Mode   : Yes                  Delay Time   : 0 

     Become Master  : 2200ms left 

     Auth Type      : None 

     Virtual IP     : 10.1.1.10 

     Master IP      : 10.1.1.1 

The output shows that in VRRP group 1, AC 1 is the master and AC 2 is a backup. Packets from 
Client to Host are forwarded through AC 1. 

# Shut down the uplink interface VLAN-interface 3 on AC 1. 
[AC1-Vlan-interface2] interface vlan-interface 3 

[AC1-Vlan-interface3] shutdown 

After shutting down the uplink interface on AC 1, you can still successfully ping Host on Client. Use 
the display vrrp command to view information about VRRP group 1. 

# After shutting down the uplink interface on AC 1, display detailed information about VRRP group 
1 on AC 1. 
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[AC1-Vlan-interface3] display vrrp verbose 

 IPv4 Standby Information: 

     Run Mode       : Standard 

     Run Method     : Virtual MAC 

 Total number of virtual routers : 1 

   Interface Vlan-interface2 

     VRID           : 1                    Adver Timer  : 1 

     Admin Status   : Up                   State        : Backup 

     Config Pri     : 110                  Running Pri  : 80 

     Preempt Mode   : Yes                  Delay Time   : 0 

     Become Master  : 2200ms left 

     Auth Type      : None 

     Virtual IP     : 10.1.1.10 

     Master IP      : 10.1.1.2 

   VRRP Track Information: 

     Track Object   : 1                    State : Negative   Pri Reduced : 30 

# After shutting down the uplink interface on AC 1, display detailed information about VRRP group 
1 on AC 2. 
[AC2-Vlan-interface2] display vrrp verbose 

 IPv4 Standby Information: 

     Run Mode       : Standard 

     Run Method     : Virtual MAC 

 Total number of virtual routers : 1 

   Interface Vlan-interface2 

     VRID           : 1                    Adver Timer  : 1 

     Admin Status   : Up                   State        : Master 

     Config Pri     : 100                  Running Pri  : 100 

     Preempt Mode   : Yes                  Delay Time   : 0 

     Auth Type      : None 

     Virtual IP     : 10.1.1.10 

     Virtual MAC    : 0000-5e00-0101 

     Master IP      : 10.1.1.2 

The output shows that when the uplink interface on AC 1 is shut down, the priority of AC 1 
decreases to 80. AC 1 becomes the backup, and AC 2 becomes the master. Packets from Client 
to Host are forwarded through AC 2. 
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Support and other resources 

Contacting HP 
For worldwide technical support information, see the HP support website: 

http://www.hp.com/support 

Before contacting HP, collect the following information: 

• Product model names and numbers 

• Technical support registration number (if applicable) 

• Product serial numbers 

• Error messages 

• Operating system type and revision level 

• Detailed questions 

Subscription service 
HP recommends that you register your product at the Subscriber's Choice for Business website: 

http://www.hp.com/go/wwalerts 

After registering, you will receive email notification of product enhancements, new driver versions, 
firmware updates, and other product resources. 

Related information 

Documents 
To find related documents, browse to the Manuals page of the HP Business Support Center website: 

http://www.hp.com/support/manuals 

• For related documentation, navigate to the Networking section, and select a networking category. 

• For a complete list of acronyms and their definitions, see HP FlexNetwork Technology Acronyms. 

Websites 
• HP.com http://www.hp.com 

• HP Networking http://www.hp.com/go/networking 

• HP manuals http://www.hp.com/support/manuals 

• HP download drivers and software http://www.hp.com/support/downloads 

• HP software depot http://www.software.hp.com 

• HP Education http://www.hp.com/learn 

http://www.hp.com/support�
http://www.hp.com/go/wwalerts�
http://www.hp.com/support/manuals�
http://www.hp.com/�
http://www.hp.com/go/networking�
http://www.hp.com/support/manuals�
http://www.hp.com/support/downloads�
http://www.software.hp.com/�
http://www.hp.com/learn�
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Conventions 
This section describes the conventions used in this documentation set. 

Command conventions 

Convention Description 

Boldface Bold text represents commands and keywords that you enter literally as shown. 

Italic Italic text represents arguments that you replace with actual values. 

[ ] Square brackets enclose syntax choices (keywords or arguments) that are optional. 

{ x | y | ... } 
Braces enclose a set of required syntax choices separated by vertical bars, from which 
you select one.  

[ x | y | ... ] 
Square brackets enclose a set of optional syntax choices separated by vertical bars, from 
which you select one or none.  

{ x | y | ... } * 
Asterisk-marked braces enclose a set of required syntax choices separated by vertical 
bars, from which you select at least one. 

[ x | y | ... ] * 
Asterisk-marked square brackets enclose optional syntax choices separated by vertical 
bars, from which you select one choice, multiple choices, or none.  

&<1-n> 
The argument or keyword and argument combination before the ampersand (&) sign can 
be entered 1 to n times. 

# A line that starts with a pound (#) sign is comments. 
 

GUI conventions 

Convention Description 

Boldface 
Window names, button names, field names, and menu items are in bold text. For 
example, the New User window appears; click OK. 

> Multi-level menus are separated by angle brackets. For example, File > Create > Folder. 
 

Symbols 

Convention Description 

 WARNING 
An alert that calls attention to important information that if not understood or followed can 
result in personal injury. 

 CAUTION 
An alert that calls attention to important information that if not understood or followed can 
result in data loss, data corruption, or damage to hardware or software.  

 IMPORTANT An alert that calls attention to essential information. 

NOTE An alert that contains additional or supplementary information. 

 TIP An alert that provides helpful information. 
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Network topology icons 

 
Represents a generic network device, such as a router, switch, or firewall. 

 
Represents a routing-capable device, such as a router or Layer 3 switch. 

 
Represents a generic switch, such as a Layer 2 or Layer 3 switch, or a router that supports 
Layer 2 forwarding and other Layer 2 features. 

 
Represents an access controller, a unified wired-WLAN module, or the switching engine 
on a unified wired-WLAN switch. 

 
Represents an access point. 

 

Port numbering in examples 

The port numbers in this document are for illustration only and might be unavailable on your device. 
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